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1. BACKGROUND 

This deliverable describes the data representation formats that will be used during the 
EUMSSI project, following the requirements of the task and serving as input for the 
components that will be developed in the context of WP3, WP4 and WP5. There are 
two types of data: news articles and videos. The core data comes from consortium 
partner Deutsche Welle and is available in four languages: English, German, Spanish 
and French. In addition, we plan to crawl data from other news providers; our current 
selection includes El Pais, Le Monde and The Guardian. We will present the list of fields 
extracted directly from metadata information provided by each news agency. After 
that, we discuss mapping schemes for extracted fields to align them. The goal of this 
alignment is to provide a uniform data representation for different data sources, which 
is useful for a uniform framework for data processing, of which the architecture is 
described in D2.2. The data representation is mainly based on Schema.org 
vocabularies. In additional to that, we discuss the representation of the output of data 
processing modules that are developed in WP3 and WP4, such as named entities from 
news articles, audio transcripts or visual information from videos. Finally, this 
document also describes how the data is stored and provided via APIs. 
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2. INTRODUCTION 

This chapter introduces the contents of the Deliverable, so it should include the 
necessary information prior starting with the main contents, with a presentation of the 
different chapters included in the document with a short summary. 
 

2.1. Main objectives and goals 

The main goal of this deliverable is to describe the infrastructure of data and its 
representation that we use within the EUMSSI project. 
 
In EUMSSI, we concentrate on audiovisual and textual resources that are provided by 
Deutsche Welle, complemented with resources derived from other news agencies and 
social media. Each of the data sources has its own specific (metadata) format. For 
analysis and enrichment of the data, it is needed to map these formats to a unified 
schema. Additional metadata will be created by the audio, video and text processing 
components to be developed in WP3 and WP4 (in the companion deliverable D2.2 – 
System Architecture we provide more details on this process). 
 
In this deliverable we focus on the data representation format and the mapping to a 
uniform scheme. This metadata will be used for reasoning, multimodal content-based 
recommendation and visualizations in tools targeted at journalists as well as at second-
screen users. These tools will be developed in the context of WP6 – the user 
requirements with respect to these tools are described in D2.1 – User Requirements. 

 
This deliverable is the first outcome of Task 2.3, the description of which is listed 
below. 
 
This task will define how the raw content data is provided to the different analysis 
engines and how the data streams returned by the analysis engines will be processed, 
aggregated and represented in a suitable format. This includes the definition of a data 
dispatching system that coordinates the analysis by the different sub-components, as 
well as storage of the results in a unified format that is suitable for the subsequent 
tasks of transversal (inter-modal) inference (WP5) and finally the demonstrators 
(WP6). 
 

2.2. Methodology 

In line with the description of work, this document approaches data mapping and 
semantic mapping techniques in data warehouses to create a uniform data format for 
metadata from different sources. 
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According to Wikipedia1: 
 
Data mapping is the process of creating data element mappings between two 
distinct data models. Data mapping is used as a first step for a wide variety of data 
integration tasks including: 

 Data transformation or data mediation between a data source and a 
destination 

 Identification of data relationships as part of data lineage analysis 
 Discovery of hidden sensitive data such as the last four digits social security 

number hidden in another user id as part of a data masking or de-
identification project 

 Consolidation of multiple databases into a single data base and identifying 
redundant columns of data for consolidation or elimination 

 
Semantic mapping 
Semantic mapping is similar to the auto-connect feature of data mappers with the 
exception that a metadata registry can be consulted to look up data element 
synonyms. For example, if the source system lists FirstName but the destination lists 
PersonGivenName, the mappings will still be made if these data elements are listed 
as synonyms in the metadata registry. Semantic mapping is only able to discover exact 
matches between columns of data and will not discover any transformation logic or 
exceptions between columns. 
 
Our approach is to define a vocabulary for data fields that have the same semantics. 
Among available semantic vocabularies, we use vocabularies provided by Schema.org2 
to map all similar fields of media objects from content providers to the same name. 
The reason for us to use Schema.org is that it provides standard vocabulary description 
for various types of media content, including news articles, video and images. In 
addition, it is backed by large players in technology industry such as Google, IBM, 
Microsoft, Yahoo as well as the World Wide Web Committee for supporting a unified 
web of semantics. 
 

2.3. Overview 

In Chapter 3, we briefly discuss the requirements with respect to the data 
representation format, as expressed in the Description of Work. In Chapter 4, we 
describe the news article and video sources considered in the project, followed by a 
high-level overview of the EUMSSI data model. In Chapters 5 and 6 we describe the 
metadata available from the text news article and video resources that we consider – 
as well as the data that we expect to be provided by the EUMSSI text, audio and video 
analysis components – and how they map to a uniform representation format. Chapter 

                                           
 
 
1
 http://en.wikipedia.org/wiki/Data_mapping 

2
 http://schema.org/docs/schemas.html 

http://en.wikipedia.org/wiki/Data_element
http://en.wikipedia.org/wiki/Map_(mathematics)
http://en.wikipedia.org/wiki/Data_model
http://en.wikipedia.org/wiki/Data_integration
http://en.wikipedia.org/wiki/Data_integration
http://en.wikipedia.org/wiki/Data_transformation
http://en.wikipedia.org/wiki/Data_mediation
http://en.wikipedia.org/wiki/De-identification
http://en.wikipedia.org/wiki/De-identification
http://en.wikipedia.org/w/index.php?title=Data_consolidation&action=edit&redlink=1
http://en.wikipedia.org/wiki/Semantic_mapping
http://en.wikipedia.org/wiki/Metadata_registry
http://en.wikipedia.org/wiki/Synonyms
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7 describes metadata related to Social Media. The resulting aligned format is presented 
in Chapter 8. In Chapter 9, we discuss how we will use the UIMA CAS to represent this 
aligned data, and we also give more details on the management of the annotation 
flow, briefly presented in D2.2– System Architecture. In Chapter 10, we give an 
overview on the APIs that Solr provides for indexing, deleting and querying documents. 
We end this deliverable with a short summary and the next steps that will be taken. 
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3. REQUIREMENTS AND CONCERNS 

 
User requirements have been collected and described in detail in the corresponding 
deliverable D2.1. We summarize requirements as stated in the description of work in 
this section. 
 

3.1. Requirements from the Description of Work 

In this section, we copy the relevant parts regarding the main concept, as stated in the 
Description of Work. This description has been the starting point for the system 
architecture. The original text is displayed in regular font, comments or interpretations 
are given in separate paragraphs in italics. 
 
A core idea is that the process of integrating content from different media sources is 
carried out in an interactive manner, so that the data resulting from one media helps 
reinforce the aggregation of information from other media, in a cross-modal 
interoperable semantic representation framework. Once all the available descriptive 
information has been collected, an interpretation component will dynamically reason 
over the semantic representation in order to derive hidden, or implicit, knowledge, 
following an event-centered structure, so as to answer such questions as: what are the 
themes or topics in the data stream?, what type of situation is being represented?, 
what kind of participants does it involve?, when and where is it happening?, what are 
the attitude and sentiment being expressed? 
 
In the data infrastructure and representation, we focus on the integration of content, 
or rather metadata from different media sources. Since different sources provide 
information in different formats (or metadata fields), we highlight fields that are most 
relevant for the framework and map them to a uniform semantic vocabulary. This 
process results in a representation basis for the cross-modal semantic framework. This 
framework will support the analysis components to provide answers for main questions 
about themes and topics, as mentioned above. For example, by storing textual 
information of the news articles and the transcripts of the related videos, we may 
gather all information about entities, such as key persons of the topic, to answer 
questions like “who are involved”. 
 
This will be accomplished thanks to the integration in a multimodal platform of state-
of-the-art information extraction and analysis techniques from the different fields 
involved (image, audio and text analysis) plus the addition of the information 
generated by exploring the social context. Actually the mechanisms of social 
intelligence will be a core asset for interacting with the other modalities and reinforcing 
the aggregation and interpretation of the data.  
 
The multimodal interpretation platform, in an optimized process chain, will analyze a 
vast amount of multimedia content and enrich the content with additional metadata 
layers. These metadata layers provide a multi-faceted access of comprehensive 
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information and can be used for further analyses or e.g. content-based 
recommendation services for end-users. Moreover the metadata layers can be used to 
link the relevant entities within an event. The mechanisms of social intelligence will be 
a core asset both at the level of cross-media labelling as well as in the multimodal 
interpretation component. 
 
The suggested output of the analysis was taken as a starting point for the selection 
and refinement of analysis components in the context of WPs 3 and 4. Initial outcomes 
and the exact type of output are discussed in this document, targeting aggregation of 
the data. 
 

3.2. Summary of user requirements 

We concentrate on the processes needed to perform multimodal analysis and 
interpretation, which will result in a rich (textual) representation of media content 
(metadata) and associated entities. The actual design of the content-based 
recommendation system will start in the context of WP6 in month 12. First discussions 
already emphasized the importance of effective information visualization mechanisms. 
However, the target of creating a multimodal content-based recommendation system 
clearly drives the choices regarding the types of analysis that will be performed and 
how the results will be represented and stored. 
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4. DATA REPRESENTATION  

In this section, we give a brief summary of the sources from which we will collect 
articles and videos. After that, we give a high-level overview of the metadata mapping 
process and the data model that we will use for this process. 
 

4.1. Sources for Metadata Collection 

The EUMSSI project covers four European languages: English, German, Spanish and 
French. Deutsche Welle provides videos and articles in all four languages, but 
particularly for Spanish and French the numbers are relatively low. Therefore, we plan 
to extend the dataset with news content from other news agencies – currently, we 
consider El País for Spanish, Le Monde for French and The Guardian for English, which 
will be collected by frequently crawling their websites. We selected these content 
providers because they are among the most renowned news agencies, and their news 
articles and videos are considered relevant and trustworthy.  
 
Below we give brief introductions of the content providers, as taken from the 
corresponding Wikipedia articles: 

Deutsche Welle 

Deutsche Welle is Germany's international broadcaster. The service is aimed at the 
overseas market. It broadcasts news and information on shortwave, Internet and 
satellite radio in 30 languages. 

El País 

El País is the highest-circulation daily newspaper in Spain and one of 
three Madrid dailies considered to be national newspapers of record for Spain. El 
País, based in Madrid, is owned by the Spanish media conglomerate PRISA. 

Le Monde 

Le Monde is a French daily evening news paper, founded by Hubert Beuve-
Méry, and continuously published in Paris since its first edition on 19 December 
1944. It is one of two French newspapers of record along with Le Figaro, and the 
main publication of La Vie-Le Monde Group. 

The Guardian 

The Guardian is a British national daily newspaper. From its beginnings as a local 
paper it has grown into a national paper associated with a complex organisational 
structure and an international multimedia and web presence. 
 

4.2. Overview of EUMSSI Metadata Alignment and Data Model 

Metadata alignment is the task of providing unified data representation of metadata for 
media objects from different content providers – Deutsche Welle, El Pais, Le Monde 
and The Guardian in our case. Media objects from these content providers contain 

http://en.wikipedia.org/wiki/Germany
http://en.wikipedia.org/wiki/International_broadcasting
http://en.wikipedia.org/wiki/Broadcasting
http://en.wikipedia.org/wiki/Shortwave
http://en.wikipedia.org/wiki/Internet
http://en.wikipedia.org/wiki/Satellite
http://en.wikipedia.org/wiki/Spain
http://en.wikipedia.org/wiki/Madrid
http://en.wikipedia.org/wiki/Newspaper_of_record
http://en.wikipedia.org/wiki/Madrid
http://en.wikipedia.org/wiki/PRISA
http://en.wikipedia.org/wiki/Newspaper
http://en.wikipedia.org/wiki/Hubert_Beuve-M%C3%A9ry
http://en.wikipedia.org/wiki/Hubert_Beuve-M%C3%A9ry
http://en.wikipedia.org/wiki/Paris
http://en.wikipedia.org/wiki/Newspapers_of_record
http://en.wikipedia.org/wiki/Le_Figaro
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different fields under different schemas for their publishing purposes. However, many 
of them share the same semantic information such as ArticleHeader (The Guardian 
news article), Headline (Le Monde news article) and Title (El Pais news article, 
Deutsche Welle news article), which are all about the headline of the news articles they 
publish. By aligning the different metadata schemes, we can store objects from 
different content providers in one data repository and ease data processing for many 
packages. 
 
From available semantic vocabularies, we selected vocabularies provided by 
Schema.org3 to map all similar fields of media objects from content providers to the 
same name. The reason for us to use Schema.org is that it provides standard 
vocabulary descriptions for various types of media content, including news articles, 
video, images among others. In addition, it is backed by large players in technology 
industry, such as Google, IBM, Microsoft, Yahoo as well as the World Wide Web 
Committee for supporting a unified web of semantics. 
 
 

 
 

Figure 1: Inheritance of Eumssi data model 

 
 

Figure 1 presents the inheritance relation of the main data model for Eumssi content 
items. In brief, Eumssi content items are news articles or videos that are collected from 
different content providers (i.e., news agencies). Those are aligned with the 
CreativeWork model from Schema.org. In addition to that, the Eumssi data model 

                                           
 
 
3
 http://schema.org/docs/schemas.html 
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contains Entity, which can be person, location or organization appearing in content of 
the news articles or in video or video transcript. In the following sections, we will 
describe in detail each type of content items in Eumssi and their fields. We also provide 
an alignment schema for those content items to map them into object schema 
provided by Schema.org (or so: for a short name). 
 
In the next two chapters, we provide details on the mapping of the original properties 
belonging to the articles and videos to properties that are aligned with our data model. 
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5. DATA MAPPING FOR NEWS ARTICLES 

This section describes the data representation for news articles. We will go through 
articles of each content provider and describe the alignment of fields (or properties) as 
their semantic mapping to Schema.org vocabulary. Fields that are useful for the 
EUMSSI framework but that are not described by Schema.org will be defined by our 
own vocabulary, namely “eumssi”. Here, news articles will be represented as type of 
eumssi:NewsArticle. The final representation of all data will be described in the section 
7. 

 

5.1. DW Articles 

The list of metadata fields of Deutsche Welle news articles are described in  
Table 1. The left column is the original field name. A description of the field content is 
given in the middle column. In the right column, the alignment to Schema.org or our 
own vocabulary is given. Empty alignment fields involve fields that we do not consider 
relevant within the context of EUMSSI. All other tables in this section will follow the 
same structure. 
 

FIELD DESCRIPTION4 ALIGNMENT 

expirationDate expiration date so: expires 
 

contentType content type: image, text, video, 
etc… 

so: genre 

structureId category: economy, sports, etc… so: category 

teaser teaser so: about 

parameters technical field for DW's system  

contentId identifier for each document in its 
domain. The same contentId can 
be used for an article and a video. 

eumssi:contentid 

articleGattung dossier, picture gallery  

workflowId technical field for DW's system  

displayDate publication date so: datePublished 

shortTeaser short teaser eumssi:shortAbout 

keywords keywords so: keywords 
 

suggestions Combination of title and keywords. 
Relevant for DW's search 

 

autodelivery technical field for DW's system  

                                           
 
 
4
 Descriptions are provided by Deutsche Welle 
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shortitle shortitle so: alternativeHeadline 
 

id unique content ID eumssi:id 

changeDate change date So: dateModified 
 

clobText full text article So:text 

title title so:headline 

structureTypeId technical field for DW's system  

imageFileExtensio
n 

image file extension  

physicalFormatId value for standard component in 
DW's Content Management 
System: 101, etc… 

 

imageId link to image so:image 

_version_ technical field for DW's system  

 
Table 1: Deutsche Welle news article metadata description 

 
Beside a set of technical fields, for example autodelivery, or parameters that are for 
internal use of Deutsche Welle system, the metadata provides us with many useful 
fields that contain information about the articles. Content fields include ClobText, 
which shows textual content of the news article, and title, which contains its headline, 
the compact version of the textual content. Temporal fields include changedate and 
displaydate, which express the date when the content of the articles is modified and 
the date when it is published. Topic fields include keywords and category for 
general topics of content that the article is about, like politics or education. The 
metadata also provide multimedia fields such as imageID, which links to the image 
that supports the content of the news article. 
 

5.2. EL PAIS Articles 

The list of metadata fields that can be extracted from El Pais news articles are provided 
here: 
 

FIELD DESCRIPTION ALIGNMENT 

title title so:headline 

subtitle subtitle so: alternativeHeadline 
 

otherLinks links to related news articles  

author author so:author 

place country so:contentLocation 
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date publication date so:datePublished 

imageURL image URL so:image 

imageDescription image description so:caption 

photographer photorapher so:creator 

wholeArticleBody article so:text 

keywords keywords so:keywords 

 
Table 2: El Pais news article metadata description 

 
Similar to Deutsche Welle news articles, El Pais news articles also provide fields with 
metadata such as wholeArticleBody for textual content and title for the headline of 
the news article. In addition to these fields, it contains date for information of when 
the article is published. The spatial information, place, may also be useful for 
indicating where the story of content happened. The article also link to images by 
imageURL for visual content together with its image description. 
 

5.3. LE MONDE Articles 

We list the metadata fields that can be extracted from Le Monde news articles in  
Table 3: 
 

FIELD DESCRIPTION ALIGNMENT 

headline Title so:headline 

publisher publisher (lemonde.fr) so:publisher 
 

datePublished Published date so:datePublished 

dateModified publisher (theguardian.com) so:dateModified 
 

author Author so:author 

imgSrc image URL so:image 

figCaption image Caption so:caption 

articleBody Article so:text 

 
Table 3: Le Monde news article metadata description 

 
Fields that we are able to extract from raw (html) Le Monde articles include fields that 
show general information of the news articles, like headline, publisher, published date, 
modified date and author. Visual information is also provided through a link to an 
image (imgSrc), which is likely to support to the content of the article. The caption of 
the image is expressed by figCaption, which brings about the same semantic 

http://schema.org/publisher
http://schema.org/dateModified
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meaning to image description of El Pais article. Finally, content of the article is marked 
by articleBody field. 
 

5.4. THE GUARDIAN Articles 

The following table describes the metadata from The Guardian news article. 
 

FIELD DESCRIPTION ALIGNMENT 

articleHeader title so:headline 

description subtitle so:alternativeHeadline 

author author so:author 

publisher publisher (theguardian.com) so:publisher 
 

datePublished publication date so:datePublished 

imgSrc image URL so:image 

imageDescription image description (and 
photographer) 

so:caption 

articleBody article so:text 

 
Table 4: The Guardian news articles metadata description 

 
By studying html articles of The Guardian, we found a list of useful fields as shown in 
the Table 4 above. Like the rest of our dataset, metadata of the article provides textual 
information, such as title and news content, and visual information such as link to 
images and image description. 
 

5.5. Metadata alignment for Articles 

 
The mappings are described in  

 Table 1 (for Deutsche Welle news article),  

 Table 2 (for El Pais news articles),  
 Table 3 (for Le Monde news articles) and  
 Table 4 (for The Guardian news articles).  

 
The availability of mappings for fields of news articles from content providers is shown 
below:  
 

 DW El Pais Le 
Monde 

The 
Guardian 

so: expire X    

so: genre X    

so:about X    
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so:datePublished X X X X 

so:keywords X X   

so:alternativeHeadline X X  X 

so:dateModified X  X  

so:text X X X X 

so:headline X X X X 

so:image X X X X 

so:author X X X X 

so:caption  X X X 

so:creator  X   

so:publisher X X X X 

so:category X    

eumssi:id X    

eumssi:contentid X    

eumssi:shortAbout X    
 

Table 5: Available fields of news articles from different news agencies on mappings to 
Schema.org 

 
Generally, we use the so object vocabulary from Schema.org for mapping fields of 
different news articles from DW, El Pais, Le Monde and The Guardian. Interestingly, 
most of important fields like headline, news content, image, published date are 
available from all news agencies. This is particularly helpful for unique processing 
modules that aim to extract general information about the topic and content, 
regardless the language. In addition to those mentioned fields, we also index the 
output of text analysis including opinion (like positive, negative) and topic of the 
news articles. 
 

5.6. Data representation of text processing output 

In this section, we describe our internal data representation for the output of text 
processing component in Eumssi framework, which includes information about entities 
mentioned in the textual content of the news articles. The entity mentions contains 
name of the entity (as shown in the text) as well as the position where it appears. That 
information is necessary to conceptually model the entity and we embed them into 
Eumssi framework using available techniques provided by UIMA, for instance, each 
entity mention will be stored within text segments with offsets to indicate its position in 
that segment. 
 
 

5.6.1. Description of output 

Text processing adds several additional layers of information that are used to enrich 
and contextualize the content of the news articles. The starting point is Named Entity 
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Recognition (NER) and named entity resolution.5 Named entity recognition provides the 
offsets of mentions of named entities and their types such as location, person and 
organization. E.g. the Stanford NER integrated into DKpro provides offsets (the 
attributes begin and end) and the entity type (attribute value) for each entity 
mention. The values for value depend on the annotations of the training data. All the 
different available training data sets distinguish at least person, location and 
organisation. 
 
Example: “John Lennon”  
 

Person  
     begin:26 
     end:  37 
     value: "I-PER" 

 
Named entity resolution such as DBpedia Spotlight integrated into DKpro also provides 
offsets (the attributes begin and end), a confidence parameter (attribute 
similarityScore), a selection of types (attribute types) drawn from different 
classification providers such as DBPedia and friend of a friend (foaf), a uniform 
resource identifier (attribute URI) containing a link to an DBpedia article and the 
number of Wikipedia inlinks, which measures the “importance” of the entity (attribute 
support).6 
 
Example: “John Lennon” 

   JCasResource  
    begin:26 
    end:37 
    similarityScore: 0.999999999993932 
    support: 1203 

    types: "DBpedia:Agent, Schema:Person, http://xmlns.com/foaf/0.1/Person,                  
DBpedia:Person" 

    URI: "http://de.dbpedia.org/resource/John_Lennon" 
 
Further text analysis tools will be added depending on the needs of the cross-modal 
data enrichment and contextualization strategies. As a next step, keyword extraction 
will be integrated. An in-house keyword extraction tool available at GFAI provides 

                                           
 
 
5
 Tools used in EUMSSI need to fulfill the following requirements: 

1. Language availability: DE, EN, ES, FR 

2. Program availability: downloadable (to guarantee constant availability of the tool) 
6
 DBpediaSpotlight covers all the information provided by the Stanford NER tool (offsets and 

entity types). However, Stanford NER also marks named entities that are not found by 

DBpediaSpotlight. This is the case if the entities do not have a DBpedia URL. The URI of these 

additional entities has to be something other than an URL.  

http://de.dbpedia.org/resource/John_Lennon
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keywords paired with weights that rank their importance.7 Further text analysis 
components that are envisaged to be included are sentiment analysis, topic detection 
and relation extraction tools as well as text summarization tools that are used for 
determining sentences that can be highlighted in a visualisation tool. The exact 
specifications of the data structures provided by these tools will be provided as the 
project progresses. 
 

5.6.2. Entity Model 

We would like to enrich the content of news articles with information about entities 
that the news articles discuss about. This additional information will be helpful for 
further contextualization (WP5) and demonstration (WP6) activities. By applying 
named entity recognition algorithms, we can detect and link entities to existing 
knowledge bases such as Wikipedia or DBPedia, as aforementioned description. The 
fileds below represent the main information of an Entity. 
 

FIELD DESCRIPTION ALIGNMENT 

Entity name Entity name that appears in the 
text of the news article 

so:name 

Wikipedia URL Wikipedia URL of the entity so:sameAs 
 

   
 

Table 6: Entity model for representing information of entity wrt. News articles content 

 
We model Entity in EUMSSI by an object item eumssi:Entity which inherits so:Entity 
and its sub types from Schema.org like so:Person. We align main properties of Entity 
to similar so:Person's properties such as Entity Name and WikipediaURL as described in 
the table above. The simple alignment process is illustrated in  
 

 
Figure 2: Entity mapping 

 

                                           
 
 
7
 Some resources such as DW articles provide manually assigned keywords. Automatically 

extracted keywords supplement the existing manually assigned keywords and eventually replace 

them. 
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An Entity, for example Merkel,  can be mentioned in several articles and videos, but 
those mentions refer to the same person. Later, we will resolve entity mentions and 
information from audio-visual processing to one uniform Entity model after analysis 
from the extracted information. Additional properties extracted from video and audio 
processing components will extend the current Entity model, in particular, with  Person 
information. 
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6. DATA MAPPING FOR VIDEOS 

In line with the data representation for news articles, this section describes metadata 
fields of videos, which are made available by Deutsche Welle. Similarly to what has 
been done for news article, we present an alignment of fields as their semantic 
mapping to the Schema.org vocabulary. The Videos are represented under 
eumssi:Video type. 
 

6.1. DW Video Metadata description and alignment 

 

Table 7 shows the media fields of video from DW data collection. 
 

FIELD DESCRIPTION ALIGNMENT 

programmeCatego
ry 

internal programme category  so:category 

durationText clip duration mm:ss so:duration 

publicationDate technical field  

mediaType content type so:genre 

id content Id eumssi:contentId 

subject technical field so:about 

avEnd technical field  

title magazine title so:headline 

programmeId technical field  

newlinesDetected technical field  

dateText publication date so:datePublished 

description self-explanatory so:text 

tags self-explanatory so:keywords 

update Technical field so:uploadDate 

avStart technical field  

avDuration clip duration in seconds  

likelyEpisodeTitle self-explanatory so: caption 

language self-explanatory so:inLanguage 
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metaTitle if the program is a whole 
magazine, then the metaTitle is 
the magazine's metaTitle, but if 
the program is a clip taken from 
a magazine, the metaTitle is the 
magazine's name 

 
so: alternativeHeadline 

programmeName name of the magazine or clip  

insertionDate technical field  

_id internal unique item ID  

imageURL URL to associated images so:image 

rtmpHigh rtm link to high resolution video eumssi:rtmpHigh 

rtmpMedium rtm link to medium resolution 
video 

eumssi:rtmpMedium 
 

rtmpLow rtm link to low resolution video eumssi:rtmpLow 

httpHigh http link to high resolution video eumssi:httpHigh 

httpMedium http link to medium resolution 
video 

eumssi:httpMedium 

httpLow http link to low resolution video eumssi:httpLow 

 
Table 7: Deutsche Welle video metadata description and alignment 

 
In general, each video contains very rich metadata, including title, category, image, 
keywords and the publishing date. Semantically, fields of videos are similar to those of 
the news articles, as we have discussed in the previous section. This helps us have a 
better alignment between videos and news articles, and then can enhance a uniform 
framework for processing data. Similar to the news article alignment, we also use 
Schema.org vocabulary for mapping video fields, as detailed in the table. 
 

6.2. Audio-visual  (AV) data processing overview 

Before describing the representation used for exchanging and storing the information 
provided by the different audio-visual processing algorithms, we first provide a broad 
overview of the processing foreseen in the project. These are summarized in  
Figure 3.  
 
On the audio side, the two main tasks are the speaker clustering (often called speaker 
diarization) task, which is used to distinguish between different speakers and perform 
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appropriate Automatic Speech Recognition (ASR), as well as knowing who spoke when 
in the video (where who corresponds to a label with no entity information at the early 
stage). 
On the video side, the video document is first split into a sequence of shots 
characterized by a set of key-frames. Faces are then detected and tracked in each 
shot, along with a visual speaking status, and further clustered to allow defining the 
'cast' of the document (note that at this stage, only a label without proper names 
define a cluster).  A video OCR algorithm is then applied, which detects and extract the 
text appearing in the videos. Text processing is then applied to the different ASR and 
Video OCR text segments, like a Named entity module allowing the identification of 
references to persons (amongst others). 
Finally the co-occurrence of speakers and (talking) faces is used for building audio-
visual person model (i.e. associating a voice with a face), and all the information about 
the names of people (coming from the video OCR or the ASR transcript after text 
processing, from the metadata, and from biometric models whenever relevant) are 
used to identify with an actual name these AV person models. 
To conduct these processing, several algorithms are run in parallel or in sequence, and 
their respective output along with their mapping in the database infrastructure are 
provided in the next subsections.  
 

 

 
Figure 3: main audio-visual processing algorithms  showing inputs, outputs, and 

dependencies. 
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6.3. Data representation of audio processing output 

An important aspect of the EUMSSI project is the enhancement and enrichment of 
existing metadata with the outcomes of audio and video analysis. We asked the 
responsible partners, LIUM and IDIAP, to provide us with documentation of the 
(expected) output from their analyses. In this section, we discuss the output of the 
audio analysis and how this can be incorporated as additional fields within the video 
and audio descriptions. 
The audio processing components, LIUM ASR systems, are able to produce two kinds 
of output textual representations, which are the ones defined by the NIST (U.S. 
National Institute of Standards and Technology) for its evaluation campaigns: the CTM 
and STM formats. 
 
The CTM file format, as described in [1], is a concatenation of time mark records for 
each word in each channel of a waveform. The records are separated with a newline. 
Each word token must have a waveform id, channel identifier which is always 1 for 
SDR, start time, duration, and word text. 

 

FIELD DESCRIPTION 

<F> Waveform filename 

<C> 1 or SDR always 

<BT> Begin time (s) 

<DUR> Duration (s) 

<CONF> Optional Confidence score 

 

For example, a CTM may look like: 

 
ea980107 1 3.620 0.180 ON  

ea980107 1 3.800 0.240 WORLD  

ea980107 1 4.040 0.180 NEWS  

ea980107 1 4.220 0.270 TONIGHT  

ea980107 1 4.490 0.190 THIS  

ea980107 1 4.680 0.390 WEDNESDAY 

 
As the output of the audio processing is the transcript of the video, we model it by  
eumssi:AudioObject that inherits so:AudioObject, which supports transcript 
property for an audio. In additional to that, we extend some following properties to 
reveal the output and the average confidence score8 as well as its link to the video - 
the additional fields are displayed in  

                                           
 
 
8
 The average confidence score is probably not the best quality indicator, according to LiUM. 

They will provide a better method for estimating the quality at a later stage. 
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Table 8. 

 
Table 8: Additional fields for video representation 

 

eumssi:CTM is an object that contains exactly fields of CTM format as earlier 
description 
 
The transcript can be considered as the textual representation of the video content. 
Therefore, we plan to enrich the videos by extracting entities that appear in the 
transcript as well as in the original metadata – similar to what will be done with the 
content of the news articles (as described in Sections 4.2.6 and 4.2.7).  
 

6.4. Data representation of video processing output 

Similar to the audio processing outcomes, the output of video processing isw stored as 
additional fields in the Video and Entity representations. 
The video and audio-visual processing output generated by IDIAP are produced in XML 
format. The output then will be transformed into JSON format with fields mapped to 
our alignment schema. Below we provide a description of the currently existing output. 
The exact output and DTD specifications will be available at a later stage in the 
project. 
 

6.4.1. Metadata after video processing 

For each of the processing algorithm, the XML file contains a header specifying the 
main characteristics of the processing to allow the tracking of data processed: this will 
comprise a unique id of the video material being processed, the algorithm and its 
version, the meta-data exploited, the link to other XML file produced (i.e. containing 
intermediate results), etc. An example is given below, which specifies information on 
the data source (e.g. input file identifiers), document creator (e.g. site, software 
version), data properties (e.g. frame rate, number of frames, image size, codec 
information for a video file)...: 
 
<head type="VideoSegmentationMetadata"> 

 <tool version="1.1">ShotDetection</tool> 

 <producer>Idiap Research Institute</producer> 

 <timestamp>2014-03-08T08:00:00+00:00</timestamp> 

FIELD DESCRIPTION ALIGNMENT 

VideoID ID of the video eumssi:sourceID 

AvgConfidenceScor
e 

Average confidence score of 
all recognized words by audio 
processing module 

eumssi:avgConfidenceScore 

CTM CTM of the transcript eumssi:CTM 
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 <inputs> 

      <media src="DW" id="DW_1037407" type="video"> 

         <codec> 

             <resolution>576x320</resolution> 

             <compression>H264</compression> 

             <format>yuv420p</format> 

             <bitrate>643kb/s</bitrate> 

         </codec> 

         <fps>25.0</fps> 

         <duration_fn>2547760</duration_fn> 

     </media> 

 </inputs> 

</head> 

 

As this information is not available in the original video metadata of the content 
provider (DW), we model those information input metadata of the video with the fields 
as described in the table below. 
 

FIELD DESCRIPTION ALIGNMENT 

bitrate bitrate so:bitrate 

resolution resolution size so:videoFrameSize 

Additional Fields    

Media src Source of the video eumssi:contentProvider 

duration_fn Number of frames so:duration_fn 

compression compression format of 
the video 

eumssi: compression 

fps frame per second eumssi:fps 

   
 

Table 9: Video header for eumssi:Video 

 

6.4.2. Shot data 

 
The shot extraction process allows to decompose and structure the video file into its 
main unitary elements, and the main body of an XML file after shot detection contains 
the list of shots, along with their attributes and contents, for example: 
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<shots> 

<shot id="s1” start_ts=”00:00:00.120”  

end_ts=”00:00:20.440” start_fn=”3” end_fn=”511”>  

<keyframes fn = "128 389" /> 

</shot> 

</shots> 

 

Each shot is marked with a start timestamp and an end timestamp, as well as the 
start/end frames, and a set of keyframes that can be used to illustrate the shot. We 
therefore model a shot with an object namely eumssi:Shot, which inherits some 
properties from so:Action, with following fields in addition to metadata of videos as 
listed in Table 10: 
 

FIELD DESCRIPTION ALIGNMENT 

Start_ts Start timestamp so:startTime 

End_ts End timestamp so:endTime 

start_fn Start frame number eumssi:startFrame 

End_fn End frame number eumssi:endFrame 

Keyframes Set of keyframes eumssi:keyframes 

shot_id ID fo the shot eumssi:id 

Video ID ID of the video eumssi:sourceID 
 

Table 10: eumssi:Shot field description after video processing 

 

6.4.3. OCR data 

The video OCR (optical character recognition) processing detects and extracts the main 
segments of text appearing in the video. Therefore, the body of the corresponding XML 
file contains the list of recognized text, along with their location, when they appear, 
and a possible recognition score. Note that the specific text encoding needs to be 
defined in the file header. Note as well that due to compression noise and the short 
amount of text to be recognized, the OCR output can be noisy. Thus, several 
recognized text alternatives can be produced. The best alternative may then be chosen 
by text processing techniques (e.g. using a dictionary). 
Below is an example OCR description: 
 
<VideoTextDetections> 

<VideoText id=”vd1” start_ts=”00:00:00.400” end_ts=”00:00:10.000” start_fn=”10” 

end_fn=”250”> 

  <location line="261" column="126" height="20" width="106" /> 
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  <text score="23.6">Brent Hoff</text> 

  <text score="21.6">Brent Hoif</text> 

 </VideoText> 

</VideoTextDetections> 

 
Interesting information from OCR data is text that appears in videos, including names 
of speaking persons, like „Bren Hoff“  in the above example. We append the list of OCR 
text to the Video representation, of which each is an eumssi:OCR object, which 
inherits some properties from so:CreativeObject 
 
The mapping for fields from original OCR data to a unified model is presented in the 
table below: 
 
  

FIELD DESCRIPTION ALIGNMENT 

text Text of OCR so:text 

score Confident score eumssi:score 

line Line of the OCR text’s location eumssi:line 

Column Column of the OCR text’s location eumssi:column 

Height Heigh of the OCR text’s location eumssi:height 

Width Width of the OCR text’s location eumssi:width 

ID ID of the OCR eumssi:id 

Video ID ID of the video eumssi:sourceID 
 

Table 11: Fields and alignment of the OCR text 

 

6.4.4. Face clustering (persons appearing in a video) 

Faces in the video are detected and tracked within each shot, and then clustered 
together. The results are provided as a file containing two types of information: the set 
of tracks defined by their frame number and their location within the frame, and a 
visual talking status score, and the person clusters, defined by the list of tracks that 
are associated with them, as well as possible biometric information like gender 
(probability to be male or female) and estimated age, as well as a biometric face 
representation. Note that at this stage, the persons are defined by a label, and not by 
an actual name.This is illustrated below:  
 
<Tracks> 

   <Track id=”track1” shotid=”s1” start_ts=”00:00:00.400” end_ts=”00:00:10.000” 

start_fn=”10” end_fn=”250”> 

 <FaceDet fn=”10”X=”100”Y=”123”W=”68”H=”68”TalkScore="0.78" /> 

 <FaceDet fn=”11”X=”103”Y=”122”W=”68”H=”68”TalkScore="0.72" /> 
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  ... 

   </Track> 

........ 

</Tracks> 

<Faces> 

 <Face id=”F001” gender=”M 55 F 45” age=”53” data=”P001.dat”> 

  <tracklist nel="4">track1 track4 track9 track32</tracklist> 

 </Face> 

 ...... 

</Faces> 

 

We represent track data to include all information outputted by video processing 
component by eumssi:Track that inherits eumssi:Shot object. The description of its 
fields is in Table 12.  
 
 

FIELD DESCRIPTION ALIGNMENT 

Inherits from so:Action 

Start_ts Start timestamp so:startTime 

End_ts End timestamp so:endTime 

Additional fields 

start_fn Start frame number eumssi:startFrame 

End_fn End frame number eumssi:endFrame 

VideoID Id of the associated video eumssi:sourceID 

trackID ID of a person track eumssi:id 

shotid ID of the Shot eumssi:shotID 
 

 
Table 12: eumssi:Track information  

 
While Face is all about the entity (person) who appears in the Video, we propose an 
object eumssi:Face inheriting eumssi:Entity, which contains fields from so:Person, 
modelled with a list of Face's properties, which are described in the table below. 
 
 

FIELD DESCRIPTION ALIGNMENT 

Inherits from so:Person 

Gender Gender of person so:gender 

Age Age of person so:age 
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Additional fields   

FaceDet fn frame number of facedet eumssi:faceDet_fn 

FaceDet X, Y, W, H Location of the face in the video eumssi:line, 
eumssi:column, 
eumssi:width, 
eumssi:height 

Face id Id of the face eumssi:id 

Data Link to biometric data file eumssi:bometricLink 

Tracklist List of track IDs  eumssi:trackList 
 

Table 13: Face properties to extend Eumssi:Face model 

 

6.5. Audio-visual Person fusion and naming 

This processing is an initial step in enrichment task that takes as input the result of 
text processing on the video OCR, audio ASR, meta-data about the document (this 
should provide the names of people that may appear in the video), as well as the 
result of the speaker and face clustering steps. The algorithm will fuse the audio and 
video to associate voices to faces and create audio-visual person entities when 
possible, and give a name (either a real name, or a label "unknown") to all face or 
speaker cluster. The resulting XML looks like:   
 
<Persons> 

 <Person id=”P001”> 

  <Face>F007 F019</Face> 

          <Speaker>S001</ Speaker > 

  <Name>Unknown</Name>  ... 

 </Person> 

 <Person id=”P002”> 

  <Face>F012 F023 F</Face> 

          <Speaker>S012 S027</ Speaker > 

  <Name>Brent Hoff</Name>  . 

 </Person> 

..... 

</Persons> 

 

We also plan to fuse entity detected by audio-visual component with textual analysis 
component during enrichment phase (mainly in Task 5.4), in the meantime, we would 
like to use those rich information to improve entity linking and related tasks from state 
of the art. 
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To make it more convenient for such process later, we store this interesting additional 
information for persons and extend the eumssi:Entity by eumssi:Person model with 
fields specified in Table 14.  
 
 

FIELD DESCRIPTION ALIGNMENT 

PersonID ID of the person by audio-visual 
processing 

eumssi:id 

Face List of faces ID eumssi:faceList 

Speaker Speaker ID by audio processing eumssi:speakerID 
 

Table 14: Enriched information to Entity 

  



                                        
 
 
 

 
 
EUMSSI_D2.3_ Definition of Data Infrastructure and workflow
  33 

7. SOCIAL MEDIA INFORMATION 

 
We plan to collect social information from Twitter and Youtube, in form of video, 
comments and tweets, together with their associated metadata. In what follows we 
describe how this metadata can be mapped onto our common data schema. 
As a result of the Social Media analysis, further metadata will be generated and 
aggregated to the basic fields described here. 
 

7.1. Videos from You Tube 

 
YouTube is a video-sharing website, currently owned by Google, on which users can 
upload, view and share videos.  
The most relevant metadata associated to the videos, which we plan to collect, 
includes the number of likes, dislikes, comments and number of views. 
 
This information is expected to be useful for our future analysis on WP5 and WP6. 
Table 15 details some social media fields that will be added to the video representation 
for videos coming from You Tube9. 
 

FIELD DESCRIPTION ALIGNMENT 

numLikes Number of likes in Youtube eumssi:numberOfLikes 

numDislikes Number of dislikes in Youtube eumssi:numberOfDislikes 

viewCount Number of views in Youtube eumssi:numberOfViews 

favoriteCount Number of favorites eumssi:numberOfViews 

comments List of comments on this video eumssi:comments 

channelId Author so:author 

published Publication time/date so:datePublished 
 

Table 15: Social Media fields for Video representation  
 

7.2. Twitter 

 
Twitter is an online social networking and microblogging service that enables users to 
send and read short 140-character text messages, called "tweets".  
The tweets were set to a largely constrictive 140-character limit for compatibility with 
SMS messaging, introducing the shorthand notation and slang commonly used in SMS 
messages. The 140-character limit has also increased the usage of URL shortening 

                                           
 
 
9
 https://developers.google.com/youtube/v3/docs/videos  

https://developers.google.com/youtube/v3/docs/videos
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services. Since June 2011, Twitter has used its own t.co domain for automatic 
shortening of all URLs posted on its website. 
 
Twitter has a history of both using and releasing open source software. The service's 

application programming interface (API) allows other web services and applications to 

integrate with Twitter.  

Individual tweets are registered under unique IDs using software called snowflake and 

geolocation data is added using 'Rockdove'. The URL shortner t.co then checks for a 

spam link and shortens the URL. The tweets are stored in a MySQL database using 

Gizzard and acknowledged to users as having been sent. 

Thanks to its metadata, it has become a discovery engine for finding out what is 

happening right now, “what are the trending topics”. In addition, there are numerous 

tools for adding content, monitoring content and conversations.  

In https://dev.twitter.com/docs/platform-objects/tweets there is a comprehensive list 

with the all possible fields, although not all may appear in all contexts. From them we 

plan to collect at least the ones listed in  

 

FIELD DESCRIPTION ALIGNMENT 

coordinates Geo-coordinates so:contentLocation 

created_at Creation time/date so:datePublished 

lang Language (auto-detected) so:inLanguage 

retweet_count Number of retweets eumssi:numberOfRetwee
ts 

text Tweet text so:text 

user Author so:author 
 

Table 16: Metadata fields for tweets  
  

https://dev.twitter.com/docs/platform-objects/tweets
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8. SUMMARY 

In this section, we provide the summaries of each model. In brief, we have three main 
data representation models corresponding to News articles, videos and entity and 
intermediate models by visual-audio processing OCR, Shot, Face, Track. The 
representation contains cross-modal fields containing (textual) content, temporal, 
audio and visual information. 
 
To support the multimodal framework, the data representation enables integration of 
multimodal processing components. For example, beside a list of properties that are 
extracted from news articles, entities are also linked to the characteristics provided by 
the visual processing component, like age and gender. Similarly, the representation 
model for video includes both original metadata and output from video processing 
model as well as social media information.  
 

8.1. Summary of Entity Model  

We plan to link information of entity from different sources such as Entity by text 
analysis and Person from visual-audio analysis, to each other. In this way, audio and 
video processing components can leverage what is available in text to enrich and 
improve performance of the current tasks, for example, OCR or age detection. Vice 
versa, text analysis component can use information resulting from audio-visual 
analysis, such as transcripts, to obtain more useful content for topic detection or entity 
linking.  
We extend eumssi:Entity and its basic subtype eumssi:Person, eumssi:Location, 
eumssi:Organization with fields which show some basic statistics. The complete 
fields are listed in Table 17. 
 

FIELD Expected Type DESCRIPTION 

Properties from Schema.org:Person for eumssi:Person 

gender Male/Female Gender 

age int Age 

name Text Name of entity 

sameAs URL Link to DBpedia/Wikipedia entity 

Additional Properties for eumssi:Entity and its subtypes 

id Int ID of the Face 

textFrequency Int Frequency score of the entity in texts 

videoFrequency Int Frequency score of the entity in videos 
 

Table 17: Overview of eumssi:Entity information 

 
Enriched information can be later added to the current model, during the development 
of the project. Currently, we proposed entity frequency in texts and in videos as an 
indication for measure entity important level in our dataset. Later, one Entity will have 
links (by id) to entities generated by audio, video and text processing component.  
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8.2. Summary of Models for News Articles, Videos  

In the previous sections, we discussed how existing metadata as well as results from 
the audio, video and text analysis can be mapped to a uniform scheme, based on 
Schema.org.  In this section, we conclude the representation of News Article, Video, 
Shot/Track, OCR models. The summaries of these models are described in the 
following tables: 
 
 

Properties Expected Type Description 

Properties from Schema.org:CreativeWork 

expire Date Expiration date 

genre Text Content type 

about Text Teaser of the article 

datePublished Date published date 

keywords Text keywords 

alternativeHeadline Text short title of the news article 

dateModified Date change date of the article 

text Text full text of the article 

headline Text title of the article 

image URL Link to the image 

author Text name of author 

caption Text Caption of the image 

publisher Text News agency 

category Text Category like economy, sport, etc.. 

inLanguage Text Language of the article 

Additional Properties of Eumssi  

id Int ID of the article 

contentid Int content ID of article, a video can have 
same contentid with an article if they are 
about the same newss 

shortAbout Text shorter version of article's tearser 

opinion Text opinion of the article 

topic Text topic of the article 
 

Table 18: Overview of eumssi:NewsArticle 

 
 

Table 18 provides an overview of eumssi:NewsArticles with all fields after mapping 
process and short description. It mainly inherits vocabulary from so:CreativeWork. The 
additional information includes fundamental fields like id or content id to ease Eumssi 
framework's management. The enriched information like opinion and topic, which is 
done by textual processing component, will provide extra semantics. 
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Table 19 Overview of eumssi: Video 

Properties Expected Type Description 

Properties from Schema.org:CreativeWork 

Expire Date Expiration date 

genre Text Content type 

about Text Subject of the video 

datePublished Date published date 

keywords Text keywords, tags 

alternativeHeadlin
e 

Text Meta title of the video 

text Text Video description 

headline Text title of the magazine 

image URL Link to the image associated to video 

duration int clip duration 

caption Text Title of episodes 

category Text Category like economy, sport, etc.. of 
video 

inLanguage Text Language of the video 

transcript Text Transcript of the video 

bitrate Int Bitrate 

videoFrameSize Text Resolution size of video 

Additional Properties of Eumssi 

id Int ID of the video 

avgConfidenceScor
e 

Float Average confidence score of the transcript 

CTM CTM  CTM format to express transcript CTM 
information 

compression Text Compression of video 

fps Float Video fps 

duration_fn Int Duration as the number of frames 

numberOfLikes int Number of likes on social media 

numberOfDislikes int Number of dislikes on social media 

numberOfViews int Number of views o social media 

comments Text Comments of the video on social media 

rtmpHigh URL rtmp link to high video resolution 

rtmpMedium URL rtmp link to medium video resolution 

rtmpLow URL rtmp link to low video resolution 

httpHigh URL http link to high video resolution 

httpMedium URL http link to medium video resolution 

httpLow URL http link to low video resolution 
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Table 19 provides an overview of Video object in Eumssi framework with fields already 

mapped to Schema.org. It also contains enriched information from social media like 

number of likes, dislikes, comments to provide additional information to the video. 

 

 
Table 20: Overview of eumssi:Shot/Track information 

 

Table 20 provides an overview of eumssi:Shot and Track object which is resulted by 

audio-visual processing component. Track inherits from Shot and provides link to list of 

Shot. 

 

FIELD Expected 
Type 

DESCRIPTION 

Properties from Schema.org:CreativeWork 

text  Text of OCR 

score  Confident score 

Additional Properties of Eumssi 

line Int Line of the OCR text’s location 

column Int Column of the OCR text’s location 

height Int Height of the OCR text’s location 

                                           
 
 
10

 The format is currently provided by Idiap and may be changed incrementally 

Properties Expected 
Type 

Description 

Properties from Schema.org:Action 

startTime Date Start time of the shot, in standard date format 
[yyyy-mm-dd:hh:mm:ss] 

endTime Date End time of the shot  

Additional Properties of Eumssi 

id Int ID of the shot 

sourceID Int ID of the associated video 

startFrame Int  Start Frame of the shot 

endFrame Int End Frame of the shot 

keyFrames Text Set of key frames in text format, separated by 
"space"10  

shotID Int ID of the Shot (this field belongs to eumssi:Track 
only) 
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width Int Width of the OCR text’s location 

id Int ID of the OCR 

sourceID Int ID of the video 
 

Table 21: Overview of eumssi:OCR Information 

 
OCR information basically contains potential texts appeared in the video with confident 
scores, for example, "Brent Hoff" has score 23.6, "Brent Hoif" has score 21.6. We will 
use that score for enrichment process that leverages information from other data 
dimension (e.g., transcript and news article) to infer the best candidate for ORC text. 
 
 

FIELD Expected 
Type 

DESCRIPTION 

Properties from Schema.org:Person 

gender Male/Female Gender 

age int Age 

Additional Properties from Eumssi 

line Int Line of facedet 

column Int Column of facedet 

height Int Heigh of facedet 

width Int Width of facedet 

id Int ID of the Face 

sourceID Int ID of the video 

trackList Text List of IDs of Tracks  (separated by space) 
where Face appears 

biometricLink URL Link to biometric data of the face 
 

Table 22: Overview of eumssi:face information 

 
An overview of Face information in Table 22 shows two important properties: gender 
and age as well as link to Track where Face appears in the video. Those information 
augments textual information, but linking them to textual information is not an easy 
task. We leave this work for later studies in D5.4 - enrichment process. 
 
  



                                        
 
 
 

 
 
EUMSSI_D2.3_ Definition of Data Infrastructure and workflow
  40 

9. ALIGNED VIEW ON ANNOTATED DATA AND FLOW 
MANAGEMENT 

In the previous chapter, the final aligned representation as the result of the whole 
annotation process has been presented. During the annotation process, we will make 
use of a layered representation provided by the UIMA framework. In this chapter, we 
describe the aligned data representation and provide more detail on the management 
of the annotation flow, extending the corresponding information in D2.2.   
We end the chapter with an overview of the APIs to be used for obtaining the data, 
querying the queue manager, and uploading the analysis results. 
 

9.1. Aligned data representation 

As seen in the examples, in particular on audiovisual processing, much of the 
reasoning and cross-modal integration depends on an aligned view of the different 
annotation layers. E.g., in order to connect person names detected from OCR with 
corresponding speakers from the speaker recognition component, or faces detected by 
the face recognition. 
 
The Apache UIMA11 CAS (common analysis structure) representation is a good fit for 
the needs of the EUMSSI project as it has a number of interesting characteristics: 
 

 Annotations are stored “stand-off”, meaning that the original content is not 
modified in any way by adding annotations. Rather, the annotations are entirely 
separate and reference the original content by offsets 

 Annotations can be defined freely by defining a “type system” that specifies the 
types of annotations (such as Person, Keyword, Face, etc.) and the 
corresponding attributes (e.g. dbpediaUrl, canonicalRepresentation, ...) 

 Source content can be included in the CAS (particularly for text content) or 
referenced as external content via URIs (e.g. for multimedia content) 

 While each CAS represents one “document” or “content item”, it can have 
several Views that represent different aspects of that item, e.g. the video layer, 
audio layer, metadata layer, transcribed text layer, etc., with separate source 
content (SofA or “subject of annotation”) and separate sets of annotations 

 CASes can be passed efficiently in-memory between UIMA analysis engines 
 CASes can be serialized in a standardised OASIS format12 for storage and 

interchange 
 
In the case of the EUMSSI project, the common base for alignment for different 
annotation layers referring to multimedia content is timestamps relative to the original 
content. 

                                           
 
 
11

 http://uima.apache.org/ 
12

 http://docs.oasis-open.org/uima/v1.0/uima-v1.0.html 
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Annotations based directly on multimedia content (video and audio) will naturally refer 
to that content via timestamps, whereas text analysis modules normally work with 
character offsets relative to the text content. It is therefore fundamental that any 
textual views created from multimedia content (e.g. via ASR or OCR) refer back to the 
timestamps in the original content. This will be done by creating annotations, e.g. 
tokens that include the original timestamps as attributes in addition to the character 
offsets. 
 
As an example, we may have a CAS with an audio view on which we apply automatic 
speech recognition (ASR), providing the transcription as a series of tokens/words with 
a timestamp for each word. The system then creates a new view in the CAS that has 
the full plain-text transcription as SofA and a series of Token annotations with both 
character offsets relative to the plain-text SofA, and timestamp offsets relative to the 
multimedia content. 
 
In this way it is possible to apply standard text analysis modules (that rely on character 
offsets) on the textual representation, while maintaining the possibility to later map the 
resulting annotations back onto the temporal scale. 
 
Timestamps will be represented in milliseconds in order to avoid floating point values. 
In this way, all annotations can be subtypes of the standard UIMA Annotation type13, 
which provides access to a number of utility functions that help find sets of overlapping 
annotations, retrieve annotations in offset order, etc. 
 
SofA-aware UIMA components are able to work on multiple views, whereas “normal” 
analysis engines only see one specific view that is presented to them. This means that 
e.g. standard text analysis engines don’t need to be aware that they are being applied 
to an ASR view or an OCR view, they just see a regular text document. SofA-aware 
components, however, can explicitly work on annotations from different views and can 
therefore be used to integrate and combine the information coming from different 
sources or layers, and create new, integrated views with the output from that 
integration and reasoning process. 
 

9.2. Flow management 

UIMA provides a platform for execution of analysis components (Analysis Engines or 
AEs), as well as for managing the flow between those components. 
 
CPE or uimaFIT14 can be used to design and execute pipelines made up of a sequence 
of AEs (and potentially some more complex flows), and UIMA-AS15 (Asynchronous 

                                           
 
 
13

 otherwise annotations would need to derive from the more generic TOP type 
14

 https://uima.apache.org/uimafit.html 
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Scaleout) permits the distribution of the process among various machines or even a 
cluster (with the help of UIMA DUCC16). 
 
Analysis Engines can either be “natively” written for UIMA or can be wrappers that 
translate inputs and outputs for existing analysis components so they can be 
integrated in UIMA. All text analysis components, as well as the integration and 
reasoning components, will be available as UIMA AEs and can therefore be configured 
and executed directly within the UIMA environment. 
 
There are some components of the EUMSSI platform, however, that do not integrate 
easily in this fashion. This is the case of computationally expensive processes that are 
optimized for batch execution. A UIMA AE needs to expose a process() method that 
operates on a single CAS (= document), and is therefore not compatible with batch 
processing. This is particularly true for processes that need to be run on a cluster, with 
significant startup overhead, such as many video and audio analysis tasks. 
 
It is therefore necessary to have an alternative flow mechanism for offline or batch 
processes, which needs to integrate with the processing performed within the UIMA 
environment. 
 
As can be seen in D2.2, the main architectural and integration issues revolve around 
the data flow, rather than the computation. In fact, the computationally complex and 
expensive aspects are specific to the individual analysis components, and should not 
have an important impact on the design of the overall platform. 
 
As such, the design of the flow management is presented in terms of transformations 
between data states, rather than from the procedural point of view. The resulting 
system should only rely on the robustness of those data states to ensure the reliability 
and robustness of the overall system, protecting against potential problems from 
server failures or other causes. At any point, the system should be able to resume its 
function purely from the state of the persisted data. 
 
To ensure reliability and performance of the data persistence, we expect to use a well-
established and widely used database system such as MongoDB. 
 
Figure 4 shows the general flow of the EUMSSI system, similar to the flows found in 
D2.2, but with a stronger focus on the data states needed for the system to function. 
 

                                                                                                                            
 
 
15

 http://uima.apache.org/doc-uimaas-what.html 
16

 http://uima.apache.org/doc-uimaducc-whatitam.html 
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Figure 4: Data flow and transformations 

 
In order to avoid synchronization issues, the state of the data processing is stored 
together with the data, and the list of pending tasks can be extracted at any point 
through simple database queries. 
 
For example in order to retrieve the list of content items that have been crawled or 
received from feeds, but still need to be converted to the unified EUMSSI schema, it is 
sufficient to query for items that have a “source_meta:original” but no 
“source_meta:eumssi”. 
 
Similarly, the queues for analysis processes can be constructed directly from the 
“processing_state” of an item by selecting (for a given queue) all items that have not 
yet been processed by that queue and that fulfil all prerequisites (dependencies). 
 
As an illustration, each content item has approximately the following structure: 
 
 
 

content_id

source_meta:original

process data

crawlers, feeds, ...

meta extraction

content_id

source_meta:original

source_meta:eumssi

cas:{xmi,binary}

content_id

source_meta:original

source_meta:eumssi

cas:{xmi,binary}

processing_state

analysis / indexing

Solr 
indexes
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{ 

  "content_id" : UUID, 
  "source" : SOURCE, 

  "source_meta" : { 

    "format" : SOURCE_FORMAT 
    "original" : ORIGINAL_SOURCE_METADATA, 

    "eumssi" : EUMSSI_SOURCE_METADATA 
  }, 

  "cas" : { 

    "xmi" : XMI_CAS, 
    "binary" : BINARY_CAS 

  }, 
  "processing_state" : { 

    "queue1" : "done", 
    "queue2" : "in_process", 

    ... 

    "queueN" : "pending" 
  }, 

  "extracted_meta" : METADATA_FROM_CAS 
} 

 
where: 

 UUID is a system-wide unique content id, created when first inserting the 
content into the system 

 SOURCE is the name of the content source 
 SOURCE_FORMAT is the format of the original metadata, used to determine 

the appropriate mapping to the EUMSSI schema 

 ORIGINAL_SOURCE_METADATA is the metadata as provided from the 
original content fields 

 EUMSSI_SOURCE_METADATA is the original metadata mapped to the 
EUMSSI vocabulary / schema 

 XMI_CAS is the CAS serialized in XMI format 
 BINARY_CAS is the CAS serialized in binary format (alternative to XMI_CAS) 
 METADATA_FROM_CAS is metadata that is generated by EUMSSI analysis 

processes, using the EUMSSI schema 
 
Normally, the CAS will be stored only in one of the available formats, but potentially 
different serializations could be used. The “extracted_meta” information can be used 
for analysis results that are used as inputs to other annotators (such as detected 
Named Entities as input to speech recognition), to avoid the overhead of extracting 
that information from the CAS on demand. 
 
MongoDB allows to store structured information (corresponding to a JSON structure), 

so that the content of fields like ORIGINAL_SOURCE_METADATA can reflect whatever 

internal structure the original data had. 
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The final applications are not expected to use the information stored in MongoDB 
directly, but rather access Solr indexes created from that information to respond 
specifically to the types of queries needed by the applications. Those indexes will 
typically be created from the CAS when all analysis steps have been performed. 
 
It is, however, possible to have indexing processes that only depend on a subset of 
analyses, and thus make content items (at least partially) accessible to the applications 
before they have been fully processed (which may take a relatively long time). The 
indexing processes can be managed in the same way as any analysis process, with 
their own queues that specify the necessary dependencies, and taking the current 
state of the CAS as input. 
 
In its simplest form, the processes responsible for the data transitions are fully 
independent and poll the database periodically to retrieve pending work. Those 
processes can then be implemented in any language that can communicate 
comfortably with MongoDB. As an efficiency improvement, in order to reduce the 
polling load, message queues (such as managed by ActiveMQ17) can be used to notify 
processes of pending work after performing the preceding steps. 
 

9.3. APIs 

9.3.1. Core services 

The initial processes, up to the creation of the initial CAS, are expected to run 
independently and interact directly with the database (MongoDB). No additional 
abstraction in the form of a service layer with an API (apart from MongoDB’s own API) 
is expected to be used, in order to avoid having to maintain additional long-running 
server processes, and thus introducing additional points of failure and potential 
robustness issues. 
 
These processes only create new fields, and don’t update existing fields, and thus 
avoid any concurrency issues that would need to be handled by a separate service 
layer. Also, the processes form part of the core EUMSSI platform and will be developed 
and maintained as a part of that platform. 
 
The API for these can thus be seen as being MongoDB’s API, which has integration 
libraries for a large variety of programming languages. The following operations will be 
performed: 
 

- crawlers / feeds 
o create new document with randomly generated UUID, 
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 http://activemq.apache.org/ 
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o source_meta:original reflecting the original metadata of the content 
item, as well as 

o source and source_meta:format fields 
- meta extraction 

o read source_meta:original 
o add fields source_meta:eumssi and cas:{xmi,binary} to document 

 

9.3.2. External components 

Analysis and indexing are distributed processes, developed and executed by different 
teams, and not tightly integrated with the core EUMSSI platform. It is therefore 
advisable to provide an abstraction layer isolating these components from the data 
storage and management backend implementation details. The APIs will be REST-like 
and use JSON for transmitting structured data. 
 
The main operations are: 

1. retrieving the list of content items pending to be processed 
2. retrieving input information for the analysis 
3. uploading the analysis output 

 

9.3.3. Queue retrieval 

The first point is identical for all analysis or indexing processes and can therefore have 
a completely unified API. We propose the following REST-like API: 
 
Request: 
 

GET http://api.eumssi.eu/queue?queue_id=<queue_id> 
 
Response (JSON): 
 

{ 
'queue_id': QUEUE_ID, 

'timestamp': REQUEST_TIMESTAMP, 

'items': [ 
ITEM_ID_1, 

ITEM_ID_2, 
... 

] 

} 

 
As can be seen, the definition of dependencies to determine what items are ready to 
be processed by a given queue is handled at the central server, and analysis 
components only need to specify their queue ID. 
 
 
 

http://api.eumssi.eu/queue?queue_id=%3cqueue_id
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9.3.4. Input data retrieval 

Analysis components need input data to work on, at the very least the URI of the 
original content. There are two main cases: components that need some (item-level) 
metadata, such as the content URI, the list of relevant entities, etc., and components 
that need a more complete view of the document including fine-grained output from 
previous processes, etc. The latter will receive the complete CAS representation of the 
item, serialized as XMI, whereas the former will receive only select metadata in JSON 
format that is easier to use for non-UIMA components. 
 
Request (metadata): 

 
GET http://api.eumssi.eu/meta?content_id=<content_id>&fields=<field1>,<field2>,... 
 
Response (JSON): 
 

{ 
  'content_id': CONTENT_ID, 

  'timestamp': REQUEST_TIMESTAMP, 

  'meta': { 
    <field1>: value, 

    <field2>: value, 
    ... 

  } 

} 

 
 
Request (CAS): 
 

GET http://api.eumssi.eu/cas?content_id=<content_id> 
 
Response (XML): 
 
CAS as XMI with transport compression 
 
Note: UIMA components will not need to individually use this API, given that they will 
be executed within the project’s central UIMA environment. 
 

9.3.5. Analysis result upload 

The upload of analysis results is quite dependent on the specific output of the analysis 
component, and we aim to allow components to return their results in a “natural” 
representation, with little adaptation and integration burden for component developers. 
Specific server-side modules then take care to convert that information into a UIMA 
compatible representation and merge it into the existing CAS for that content item. The 
result format should be JSON. 
 

http://api.eumssi.eu/meta?content_id=%3ccontent_id%3e&fields=%3cfield1%3e,%3cfield2
http://api.eumssi.eu/cas?content_id=%3ccontent_id
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For UIMA components (or components that work directly on the CAS representation) 
merging should be avoided, meaning that no two such components can work 
concurrently on the same content item. Parallelization is however possible if those 
components are executed within the same UIMA-AS environment. Sets of components 
that are executed within a common UIMA pipeline will present themselves as a single 
queue consumer. 
 
We only outline the common part of the API, whereas the details will need to be 
worked out individually for each component. 
 
Request: 
 

POST http://api.eumssi.eu/results?queue_id=<queue_id> 
 
POST body: 

 

[ 
  { 

    'content_id': CONTENT_ID1, 
    'result': SPECIFIC_RESULT_FORMAT 

  }, 

  { 
    'content_id': CONTENT_ID2, 

    'result': SPECIFIC_RESULT_FORMAT 
  }, 

  ... 
] 

 

9.3.6. Potential improvements 

Error handling is not yet fully specified. HTTP codes will be used as the primary way to 
signal errors, but additional information could be given in the JSON response. 
For efficiency reasons, the APIs to retrieve input data could work on a list of items 
instead of individual items, thus saving many network requests. The extension is 
natural for the metadata retrieval case, by extending the response to be a list instead 
of an individual item, but for CAS retrieval the response might need to be modified to a 
larger extent to allow for this. 
Some additional operations may need to be added, such as resetting a processing 
queue in case of problems, etc. Queue retrieval may also have an optional batch_size 
parameter to limit the number of items retrieved in a single request.  

http://api.eumssi.eu/results?queue_id=%3cqueue_id
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10. INDEXED AND SEARCHABLE DATA REPRESENTATION 

 
As mentioned earlier in this deliverable, we will use the open source enterprise search 
platform Solr as the searchable data repository to be used by the end applications. In 
this chapter, we provide some background information on Solr and give a brief 
introduction to the APIs for indexing, deleting and querying data, along with links to 
relevant documentation. 
 

10.1. Platforms  

As a central data repository, we chose for Solr. According to Wikipedia18: 
 
Solr (pronounced "solar") is an open source enterprise search platform from the 
Apache Lucene project. Its major features include full-text search, hit highlighting, 
faceted search, dynamic clustering, database integration, and rich document (e.g., 
Word, PDF) handling. Providing distributed search and index replication, Solr is highly 
scalable. Solr is the most popular enterprise search engine. Solr 4 adds NoSQL 
features. 
 
Solr is written in Java and runs as a standalone full-text search server within a servlet 
container such as Apache Tomcat or Jetty. Solr uses the Lucene Java search library at 
its core for full-text indexing and search, and has REST-like HTTP/XML and JSON APIs 
that make it usable from most popular programming languages. Solr's powerful 
external configuration allows it to be tailored to many types of application without Java 
coding, and it has a plugin architecture to support more advanced customization. 
 
An alternative platform, which also makes use of Apache Lucene, is ElasticSearch19. 
The main advantage of ElasticSearch is that it supports distributed search. In most 
other aspects, Solr and ElasticSearch are reported to be relatively comparable. We 
chose Solr, as our partners UPF, VSN and L3S already have broad experience with this 
platform. 
 

10.2. APIs for original content access 

One of the advantages of indexing by Solr is that it supports various types of methods 
for managing data, including indexing, deleting and querying with little effort. In this 
section, we describe necessary and useful APIs that work with our index of news 
articles and videos from Deutsche Welle that has already been collected, as described 
in D5.1. These APIs are used for transferring the DW data from the initial Solr 
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 http://en.wikipedia.org/wiki/Apache_Solr 
19

 http://en.wikipedia.org/wiki/Elasticsearch 
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repository into the central EUMSSI database (based on MongoDB), as well as for 
access to the data by different partners before the platform prototype is finalized. 
 

10.2.1. Indexing Data 

There are many other different ways to import data into the Solr index. One of the 
most common methods is to index by UpdateRequestHandler, which supports requests 
by URL. The indexing requests can be applied for various types of structured data like 
CSV or Json or XML. For instance: 
 

curl http://localhost:8983/solr/update/csv --data-binary 

@data.csv -H 'Content-type:text/plain; charset=utf-8' 

 

 

curl 'http://localhost:8983/solr/update/json?commit=true' --

data-binary @data.json -H 'Content-type:application/json' 

Alternatively, there are several libraries available programming, for example in Python 
(Solrpy) or Java (SolrJ). The pseudo code in Python for indexing data, as demonstrated 
in D5.1, works like: 

 5 import json, solr 

6 def importVideo(jsonVideoDumpFile): 
7     s = solr.Solr('http://eumssi.cloudapp.net/Solr_EUMSSI_DW/core_vid_EN/',      
http_user="username", http_pass="userpass", debug=True ) 
8     vidjson = open(jsonVideoDumpFile) 

9     data =json.load(vidjson) 

10     s.add_many(data) 
11     s.commit() 

12     vidjson.close() 
 

10.2.2. Deleting Data 

We can delete data by POSTing a delete command to the update URL and specifying 
the value of the document's unique key field, or a query that matches multiple 
documents. Since these commands are smaller, we can specify them right on the 
command. 
For example, to execute the following command, we can delete a document given its id 

 

 

java -Ddata=args -jar post.jar 

"<delete><id>SP2514N</id></delete>" 
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10.2.3. Querying Data 

Retrieving data from our Solr index can be done by querying via HTTP GET on 
the relevant URL with the query string in the q parameter and a number of 
optional request parameters to control what information is returned. For example, 

q=video&fl=name,id (return only name and id fields) 

q=video&fl=name,id,score (return relevancy score as well) 

q=video&fl=*,score (return all stored fields, as well as relevancy score) 

q=video&sort=price desc&fl=name,id,price (add sort specification: sort by price 
descending) 

q=video&wt=json (return response in JSON format) 

For more details about query formulation, we refer to the StandardRequestHandler 
documentation of Solr.20 
 

10.2.4. Sorting 

By specifying the "sort' parameter along with a "field direction", we can instruct Solr to 
sort the index according to that field. For example, 
 

q=video&sort=price desc 
q=video&sort=price asc 
q=video&sort=inStock asc, price desc 
 

Additionally, "score" of query relevancy can be used for sorting the results, like: 

q=video&sort=score desc 

10.2.5. Faceted Search 

Faceted search takes the documents matched by a query and generates counts for 
various properties or categories. Links are usually provided that allow users to "drill 
down" or refine their search results based on the returned categories. 
 
The following example searches for all documents (*:*) and requests counts by the 
category field cat. 
 

                                           
 
 
20

 http://wiki.apache.org/solr/SearchHandler?action=show&redirect=StandardRequestHandler 

http://localhost:8983/solr/select/?indent=on&q=video&fl=name,id
http://localhost:8983/solr/select/?indent=on&q=video&fl=name,id,score
http://localhost:8983/solr/select/?indent=on&q=video&fl=*,score
http://localhost:8983/solr/select/?indent=on&q=video&sort=price%20desc&fl=name,id,price
http://localhost:8983/solr/select/?indent=on&q=video&wt=json
http://localhost:8983/solr/select/?indent=on&q=video&sort=price+desc
http://localhost:8983/solr/select/?indent=on&q=video&sort=price+asc
http://localhost:8983/solr/select/?indent=on&q=video&sort=inStock+asc,price+desc
http://localhost:8983/solr/select/?indent=on&q=video&sort=score+desc
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...&q=*:*&facet=true&facet.field=cat 
 
Notice that although only the first 10 documents are returned in the results list, the 
facet counts generated are for the complete set of documents that match the query. 
We can use multiple facets at the same time. The following example adds a facet on a 
boolean inStock field: 
 

...&q=*:*&facet=true&facet.field=cat&facet.field=inStock 
 

Solr can also generate counts for arbitrary queries. The following example queries 
for ipod and shows prices below and above 100 by using range queries on the price 
field. 
 
...&q=ipod&facet=true&facet.query=price:[0 TO 100]&facet.query=price:[100 TO *] 
 
One can even facet by date ranges. This example requests counts for the manufacture 
date (manufacturedate_dt field) for each year between 2004 and 2010. 
 
...&q=*:*&facet=true&facet.date=manufacturedate_dt&facet.date.start=2004-01-
01T00:00:00Z&facet.date.end=2010-01-01T00:00:00Z&facet.date.gap=+1YEAR 
 
More information on faceted search can be found on the faceting 
overview21 and faceting parameters22 pages. 
  

                                           
 
 
21

 http://wiki.apache.org/solr/SolrFacetingOverview 
22

 http://wiki.apache.org/solr/SimpleFacetParameters 

http://localhost:8983/solr/select/?wt=json&indent=on&q=*:*&fl=name&facet=true&facet.field=cat
http://localhost:8983/solr/select/?wt=json&indent=on&q=*:*&fl=name&facet=true&facet.field=cat&facet.field=inStock
http://localhost:8983/solr/select/?wt=json&indent=on&q=ipod&fl=name&facet=true&facet.query=price:%5B0+TO+100%5D&facet.query=price:%5B100+TO+*%5D
http://localhost:8983/solr/select/?wt=json&indent=on&q=*:*&fl=name,manufacturedate_dt&facet=true&facet.date=manufacturedate_dt&facet.date.start=2004-01-01T00:00:00Z&facet.date.end=2010-01-01T00:00:00Z&facet.date.gap=%2b1YEAR
http://localhost:8983/solr/select/?wt=json&indent=on&q=*:*&fl=name,manufacturedate_dt&facet=true&facet.date=manufacturedate_dt&facet.date.start=2004-01-01T00:00:00Z&facet.date.end=2010-01-01T00:00:00Z&facet.date.gap=%2b1YEAR
http://wiki.apache.org/solr/SolrFacetingOverview
http://wiki.apache.org/solr/SolrFacetingOverview
http://wiki.apache.org/solr/SimpleFacetParameters
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11. CONCLUSION AND NEXT STEPS 

 
In this deliverable, we have discussed the various types of metadata that are available 
in the videos and news articles provided by Deutsche Welle and other news agencies 
from which we aim to collect resources, as well as some Social Media sources. We 
have shown how this metadata can be mapped to a uniform format that is largely 
based on Schema.org. 
 
Moreover, the original metadata will be enriched with metadata stemming from the 
audio, video and text analysis components. Some of the metadata resulting from the 
multimodal analysis have already been included in this specification (in Chapters 5 and 
6), but more extensions to the core system will be needed.  
 
The tabular summary in Chapter 8 will be useful for creating the schemes in the 
EUMSSI CAS store (see D2.2 – System Architecture). Chapter 9 describes the aligned 
data representation from the multimodal sources, using UIMA CAS, and provides 
details on the management of the annotation flow, extending the corresponding 
information in D2.2. Documentation on the Solr platform and APIs, used as a 
searchable data repository,  are given in Chapter 10. 
 
As described in the Deliverable D2.2, the next steps with respect to the data 
infrastructure, to be taken during the next few months, include: 

 Implementation of the defined mappings and the creation of the EUMSSI 
database and CAS store with the aligned data. 

 Implementation of crawlers to obtain additional data from the sources specified 
in D2.3. 

 
These activities will result in the preliminary version of data integrated platform, which 
will be presented in the corresponding deliverable D5.3. 
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14. GLOSSARY 

API: an application programming interface (API) specifies how some software 
components should interact with each other. 
 
Core: see Solr Core. 
DW: Deutsche Welle 
Metadata is "data about data". The main purpose of metadata is to facilitate in the 
discovery of relevant information, more often classified as resource discovery. 
Metadata also helps organize electronic resources, provide digital identification, and 
helps support archiving and preservation of the resource 
OCR:  Optical character recognition 
Solr: An open source enterprise search platform from the Apache Lucene project. 
 
Solr Core: A running instance of a Lucene index along with all the Solr configuration 
required to use it. A single Solr application can contain 0 or more cores which are run 
largely in isolation but can communicate with each other if necessary via the 
CoreContainer. 
 
Schema.org: a collection of schemas that webmasters can use to markup HTML 
pages in ways recognized by major search providers, and that can also be used for 
structured data interoperability (e.g. in JSON). Search engines including Bing, Google, 
Yahoo! and Yandex rely on this markup to improve the display of search results, 
making it easier for people to find the right Web pages. 
 
CAS: common analysis structure, a representation of a single document with various 
layers of annotations 
 
CAS store: a database to store a collection of CASes 
 
UIMA: stands for Unstructured Information Management Architecture. UIMA is to date 
the industry standard for content analytics.  
 
Apache UIMA: is an UIMA component software architecture for the development, 
discovery, composition, and deployment of multi-modal analytics for the analysis 
of unstructured information and its integration with search technologies developed 
by IBM. The source code for a reference implementation of this framework has been 
made available on the website of the Apache Software Foundation. 
 

http://en.wikipedia.org/wiki/Content_analytics
http://en.wikipedia.org/wiki/Component_software
http://en.wikipedia.org/w/index.php?title=Multi-modal_analytics&action=edit&redlink=1
http://en.wikipedia.org/wiki/Unstructured_information
http://en.wikipedia.org/wiki/Search_algorithm
http://en.wikipedia.org/wiki/IBM
http://en.wikipedia.org/wiki/Reference_implementation
http://en.wikipedia.org/wiki/Apache_Software_Foundation

