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1. BACKGROUND 

 
Deliverable D4.7 is the final deliverable of the WP4 Social Media & Text Analysis. It 
documents the last version of the Text and Social Media analysis component (Tasks 
4.1-5), its integration with the multimodal platform as well as results of testing and 
evaluation (Task 4.6).  
 
The content presented here subsumes the documentation of the final prototype 
delivered in Month 32 which is the main goal of D4.5 (for the Text analysis part) and 
D4.6 (for the Social Media part). To avoid redundancy, D4.5 and D4.6, defined as of 
type Prototype in the Dow, formally refer to D4.7 for the description and 
documentation of the corresponding prototypes.  
 
Within the EUMSSI project, the output of the text and social media analysis component 
(WP4) feeds into the cross-modal semantic representation platform (WP5), which 
serves as the basis for the two demonstrators (WP6), whose specifications are guided 
by the user specifications (WP2).  
 
The text analysis component takes as input textual data from very different sources, 
such as news articles provided by Deutsche Welle (DW) and other news providers, 
output of OCR (Optical Character Recognition) and ASR (Automatic Speech 
Recognition),  provided by IDIAP and LIUM respectively (WP3), and user-generated 
text from social media sources. Processing pipelines and annotation data formats are 
determined in consultation with all partners and conforming to the unified framework 
(WP2, WP5). 
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2. INTRODUCTION 

 
The main goal of the text analysis component in EUMSSI is to extract relevant 
information from an array of text types, namely: 

● Edited news text,  
● User-generated micro-blogs (i.e. tweets),  
● Transcripts resulting from automatic speech recognition, and 
● Text resulting from OCR analysis on video. 

 
As a result of analysing these types of text,  a set of annotations is generated, which 
are stored as metadata and can be used by the semantic search and visualisation 
devices of the demonstrators. In the Storytelling (aka Contextualising) tool, text 
annotations are used for answering the big five questions journalists are interested in, 
namely: WHO did WHAT, WHERE, WHEN and WHY, see D6.4 for a detailed report. 
In the Second-screen prototype, text annotations are used to provide additional 
information and to generate quiz games, see D6.5 for an extended description of 
Second-screen demonstrator. 
 
During the third year of the project, WP4 efforts have focused on those functionalities 
deemed more relevant by the user evaluation of the two demonstrators, particularly  
by Deutsche Welle journalists providing feedback on the Storytelling tool, as well as on 
the full integration of the text analysis component with the EUMSSI platform. See D7.3 
and D7.4 for more information about user feedback on the demonstrators and their 
functionalities, and D5.5 for more detail on platform integration issues. 
 
In summary, during the third year of the project, most of the work on social and text 
analysis has concentrated on the following points: 
 

● Implementation of on-demand text analysis for the Storytelling Tool and 
refinement of the initial Named Entity Linking strategy to adapt to on-
demand text analysis. 

● Fine-tuning of the keyphrase extraction to the needs of the demonstrators, 
based on user feedback. 

● Finalization of the QuoteFinder component and extension of opinion mining 
to quotes. 

● Finalization and optimization of the normalization of ASR output, including 
sentence segmentation, insertion of punctuation, name normalization and 
enrichment 

● Final integration of the text analysis pipelines into the EUMSSI platform 
● Enhancements on Social Media data collection and analysis 
● Testing and evaluation of the different text analysis tools and components 
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Each of the points are addressed in a different section of this document, including an 
overview of the integration of the text pipelines. Testing and evaluation of the different 
tools is specifically addressed in the respective sections, when relevant. 
 
Thus, Section 2 of this document exposes the characteristics of on-demand text 
analysis and adaptation and evaluation of entity linking; section 3 is devoted to the 
description and evaluation of keyphrase extraction; section 4 to the QuoteFinder and 
opinion on quotes; section 5 deals with normalization of ASR transcripts, including 
name normalization and enrichment; section 6 presents an overview of the integrated 
text analysis pipelines; section 7 is devoted to the enhancement of social media data 
collection and analysis; and finally section 8 contains the Conclusions. 
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3. ENTITY LINKING IN ON-DEMAND TEXT ANALYSIS 

 
 
The Storytelling or Contextualising demonstrator, developed during the third year of 
the project, shows a number of enhancements compared to its predecessor, the 
toolbox demonstrator, which we presented last year (see D6.2). More details on the 
functionalities of the Storytelling tool are discussed on D6.4. 
 

3.1. On-demand text analysis 

 
On-demand text analysis is one of the most outstanding of these enhancements. 
Through this functionality, the user does not need to explicitly write a query or look for 
concrete search terms, but they can pick instead a relevant piece of text from some 
external source, paste it to the editor window of the tool, and let it choose the 
relevant search terms. Likewise, acting as a news editor, they can start writing their 
piece, while the tool provides them with recommended material, aggregated 
information and search advice. 
 
 

 
 

Figure 1. Screenshot of demonstrator showing editor window on the left-hand side 

 
 
 
As explained in more detail in D6.4, when clicking the <<Get related>> button, the 
selected text (or all, if none is selected) is sent to the text analysis pipeline.  
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After the text analysis takes place, entities in the article being written are 
detected and documents including these entities are presented to the 
journalist with the following elements: 

● Linked Entities, both named entities, such as David Cameron, and 
concepts, such as shale gas, with the respective link to their Wikipedia page. 
These terms get highlighted directly in the text and are used as search filters to 
present related documents. 

● Extracted keyphrases. They are listed aside from the text (on the top menu) 
and can be used as further search filters if the user selects them (see section 5 
below). 

● A weighted representation of the source text is created using the above 
information. This representation is used to automatically select "related" 
content from the database. 

  

3.2. Named entity linking 

 
Correctly identifying and extracting Named Entities from multimodal sources is a 
central part of the project. The EUMSSI demonstrator is able to show clouds, graphs or 
maps, conveying the information to the user in a synthetic way, thanks to the Named 
Entities extracted from the multimedia documents. Named Entity Recognition and 
Classification, or NER, is a classical Natural Language Processing task that has been 
part of Information Extraction systems from their inception. It aims at detecting certain 
linguistic elements in text, and further classifying them into predefined types or 
categories, most commonly: persons, organisations and locations. Typically these 
linguistic elements are proper names, often spanning more than one word. Examples 
of named entities are: François Hollande, UN Security Council, EU, Lebanon, etc.  
 
Thanks to the expansion of the Semantic Web, a new task emerged: Entity Linking 
(or Entity Disambiguation). This task, instead of classifying the detected entities into a 
limited type set, identifies their actual reference in the world by linking them to a 
unique referent in a convenient repository, such as DBpedia. DBpedia is a database 
that mirrors Wikipedia’s rich structured content, where each instance corresponds to a 
page in Wikipedia. The types are not restricted to person, location and organisation but 
encompass all of the 272 classes of the DBpedia Ontology. Thus, a name such as 
Washington is disambiguated not only with respect to location and person, but more 
fine-grained types are provided that distinguish whether the state or the city of 
Washington is referred to. Following DBpedia ontology relations, the disambiguated 
entity can be further enriched with all kinds of useful information (e.g. get the map of 
a country, know which is the capital, get the picture of a person,...) (see D5.6 for more 
on semantic enrichment). 
 
As explained in D4.3, we use DBpedia Spotlight to annotate entities with links to 
DBpedia. DBpedia Spotlight uses a disambiguation algorithm that is based on cosine 
similarities and a modification of the TF-IDF weights which are used to compute the 
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relevance of a given word for disambiguating the appropriate DBpedia concept. For a 
more complete description see [Mendes et al, 2011] and [Daiber et al, 2013].  
 
A major advantage of DBPedia Spotlight is that it provides rich output information that 
can be used in the inference mechanisms that build on the text analysis. It is also 
possible to output the n-best candidate list. To improve the Named Entity 
Disambiguation we experimented using information stemming from the Stanford NER 
tool [Manning et al, 2014] to re-rank the n-best candidates. In D4.3 we showed 
how we were able to boost precision and recall for Named Entity Linking by 
combining DBpedia Spotlight’s own confidence threshold, with the output of 
Stanford NER, basically by cross-checking the type and relative length of the entity, 
recognized both by Stanford NER and DBPedia Spotlight. Different settings were 
optimized for different text types, going, for example on news text, from an F-measure 
of 41.78 of DBpedia Spotlight alone (with confidence > 0.9) to an F-measure of 
73.31, filtering using Stanford NER, as measured on the Aida-Yago dataset. 
 

3.3. Entity and concept linking 

 
So far, we were only capturing Named Entities, which we used in visualisation devices 
such as tag clouds, but DBpedia Spotlight allows us extraction of concepts with links to 
Wikipedia pages as well. This has proven to be a useful feature in the on-demand 
analysis for searching for documents related to what the journalist is starting to write 
in the editor window. 
Therefore, we are now detecting Named Entities (as explained in D4.3) and linked 
concepts (i.e. concepts which have a Wikipedia page). Since using all concepts can be 
excessive, both from the point of view of the highlighting, and as search filters, we 
have decided on a filtering strategy that is effective and simple.  
Simplicity is important because of the strong latency requirements of the analysis on-
demand, i.e. analysis has to be performed on the fly, with results as fast as possible. 
In order to deliver very fast results we decided on a filtering heuristic, using only 
DBpedia Spotlight and fast-to-identify formal checks, such as looking for capitalisation 
and string length. The figure below summarizes the heuristic we are currently using:  
 
 

Top ranked DBpedia Spotlight result, with confidence set to 0.35 
 
AND [contains a capital letter OR is a multiword] 

Figure 2. Filters applied to DBpedia Spotlight for entity linking 
 
With this very simple heuristics, we are able to capture reliably the following types of 
linked entities: 

● Capitalized Named Entities (persons, organisations and locations) 
● Camel-cased named entities (usually organisations or brands, such as iOS) 



                                        
 
 

EUMSSI D4.7 Description and evaluation report of the social and text analysis 
components  11 

● Multiword low-cased concepts (e.g. shale gas, climate change) 
● One-word concepts that are capitalized because in sentence-initial position (e.g.  

Fracking will break UK climate targets unless rules are made stricter) 
 
We force the multiword condition because highlighting every single concept in the 
text clearly is not helpful for the user. The rationale behind the multiword criterium is 
very pragmatic: it is based on the perceived fact that longer terms are more specific, 
and therefore more relevant as search term candidates.  
 
Admittedly the last group (sentence-initial one-word concepts) weakens a little the 
filter, helping with recall but compromising precision. The first intention was to restrict 
the capital constraint to non-sentence-initial position, so as to capture only named 
entities. However, through empirical tests, we have observed that words occupying a 
topic position such as sentence initial are good candidates to be relevant for the text, 
such as the word Fracking in the example above.  
 

3.4. Evaluation of entity and concept linking in on-demand analysis 

 
In D4.3, we present the results of evaluating our filtering strategy in the Named Entity 
Linking component on two types of texts: news and tweets. For this evaluation we 
used two well-known benchmarking datasets: the Aida-Yago news corpus [Hoffart et 
al, 2011] and the #Microposts2014 tweet dataset [Basave et al, 2014].  
 
Since in this scenario we are interested in capturing linked concepts in addition to 
named entities, we cannot use either these datasets, or any other established 
groundtruth for entity linking, because they only include named entities. 
 
As a matter of fact, since our heuristics is so specific, it would be very difficult to use 
an external Entity Linking groundtruth. Moreover, since we also need to evaluate entity 
linking on the output of Automatic Speech Recognition (ASR), we already needed to 
build our own multimodal groundtruth, complete with audio visual documents, 
transcriptions and manual annotations, apt to automatically evaluate cross-modal 
interactions relevant for EUMSSI. 
 
The EUMSSI multimodal groundtruth is described in D4.3 (section 8). One of the 
problems of establishing a gold standard for Entity Linking is that it is dependent on 
the named entity having a page in Wikipedia, which is a fact that may change over 
time. For this very pragmatic reasons, we have defined three different annotations in 
the EUMSSI groundtruth: 

● Named Entities (i.e. persons, organisations or locations) with a Wikipedia page 
● Named Entities (i.e. persons, organisations or locations) without a Wikipedia 

page (yet) 
● Multiword concepts with a Wikipedia entry. 
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All annotations are presented as a suffix of the respective Wikipedia page (e.g. 
Amazon_rainforest, Germany). 
 
In this scenario, we are evaluating Named Entity and concept detection on well-
edited text, such as the one expected in the use of the editor window for on-demand 
analysis. For this we have used the manual transcriptions of the groundtruth. 
 
 

 Precision Recall F-measure 

Linked Named 
Entities 

0.932203389831 0.718954248366 0.811808118081 

Linked Concepts 0.551282051282 0.671875 0.605633802817 

Linked Entities 
(including NEs and 
concepts) 

0.780612244898 0.705069124424 0.740920096852 

 

Table 1. Precision, recall and F-measure of the Entity Linking component on well-edited text 
(values between 0 and 1) 

 
 
As the above table shows, precision of linked entities is very high, and so is the 
composed F-measure. On the other hand, both precision and recall are much lower for 
linked concepts, possibly due to the fundamentally (even to humans) more "fuzzy" 
definition of what non-entity concepts are relevant (or important) and should be linked 
to Wikipedia, as compared to named entities which are rather unambiguously defined. 
The combined metrics, i.e. precision, recall and f-measure of identification of both 
entities and concepts, are, expectedly, somewhat in between, but still quite acceptable, 
as shown in the third row. 
 
This means that opening the extraction to concepts in addition to named entities 
lowers moderately the accuracy of the overall entity linking. However, the resulting 
value is still within the limits of acceptability, and we obtain a richer annotation. 
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4. KEYPHRASE EXTRACTION 

 

4.1. Enriched keyphrases 

 
When keyphrases are manually added to news and multimedia documents, human 
annotators, in addition to choosing keyphrases actually occurring in the text, also tend 
to include extra expressions, that generalize beyond those found in the text. For 
example, in a text where Misrata occurs, they will also annotate Libya; or they will 
prefer to use Syria, instead of Syrian. 
 
With the purpose of mimicking the human annotator behavior as much as possible, it 
was decided to extract not only literal keyphrases, but keyphrases that, while not 
appearing verbatim in the text, are good descriptors of the text content. Such 
enrichment patterns include, for example, replacing verbal and adjectival expressions 
with nominal expressions, but not only. Terms that generalize beyond the expressions 
found in the text are added as well. Here several subpatterns can be distinguished. 
Broader geographical names such as countries and regions are added, long forms of 
abbreviations are added and also reversely, abbreviations are added to long forms. 
And also, more general terms that characterize the domain/topic of the text are added. 
These patterns are exemplified by the following examples: 
 

1. Adjectival keyphrases are replaced by their nominal counterpart. 
a. Syrian -> Syria 
b. diplomatic -> diplomacy 

2. Verbal keyphrases are replaced by their nominal counterpart. 
a. privatize – privatization 
b. win - victory 

3. The names of countries are added to city names 
a. Berlin -> Germany 
b. Misrata -> Libya 

4. The names of larger regions are added to country names. 
a. Bosnia -> Balkans 
b. Palestine -> Middle East 

5. Long forms are added to abbreviations 
a. EU - European Union 
b. ESA - European space agency 

6. Abbreviations are added to long forms: 
a. European Union –> EU 
b. United Nations -> UN 

7. More general terms that describe the topic/domain are added: 
a. cost, discount – business 
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The enrichment patterns found in the EUMSSI data are modelled with the help of word 
relations that reflect the respective mapping, i.e. Syrian – Syria or Paris - France. As 
extensively described in D4.3, to generate these word relations, vector arithmetic on 
vector space word representations (Mikolov et al 2013) provided by the word2vec tool1 
has been used in combination with other resources such as tagged token/lemma tables 
and named entity lists to set up word analogy tasks such as Paris is to France as Berlin 
is to ?. 
 
For evaluation of word analogy tasks the Google test set2 is used. It covers a wide 
range of syntactic and semantic relations such as the capital - common country relation 
(Athens is to Greece as is Baghdad to Iraq) and the gram3-comparative relation (bad is 
to worse as is big to bigger). An interesting observation has been that the analogy task 
results improve considerably if a majority-votes principle is applied which determines 
as solution for a given relation pair the most frequent solution from the set of all 
analogy pairs that provide a solution for the particular relation pair. So, if there are 
three analogy tasks for determining the capital - country relation for Berlin as in: 
Athens is to Greece as Berlin is to ?, Madrid is to Spain as Berlin is to ?, Teheran is to 
Iran as Berlin is to ? then the most frequent solution to Berlin is to ? is taken.  
 
When using the word vectors that are trained on the very large Google News dataset 
(about 100 billion words)3, the overall results improve with majority-votes from 77.5% 
to 81.9% with additive cosine similarity (COS-ADD)4 as similarity measure and they 
improve from 79.4% to 86.9% with multiplicative cosine similarity (COS-MUL)5 . 
 
 
 
 
 
 
 
 
  

                                           
1
 The Gensim implementation [Řehůřek 2010] is used with the default vocabulary restriction 

restrict_vocab set to the 30,000 most frequent words/phrases. Lowering or increasing the 
vocabulary size deteriorates the results. The default setting provides a good trade-off between 

excluding noise and and avoiding Out Of Vocabulary (OOV) problems for low frequency words. 
2
 http://word2vec.googlecode.com/svn/trunk/questions-words.txt 

3
 The pre-trained GoogleNews-vectors-negative300.bin.gz are available at 

https://code.google.com/p/word2vec/. The model contains 300-dimensional vectors for 3 
million words and phrases trained on about 100 billion words. 
4
 The similarity measure COS-ADD has been proposed by [Mikolov et al, 2013], see also D4.3 

for more details on COS-ADD. 
5
 The similarity measure COS-MUL has been proposed by [Levy and Goldberg, 2014], see also 

D4.3 for more details on COS-MUL. 

http://word2vec.googlecode.com/svn/trunk/questions-words.txt
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google analogy test set COS-

ADD 

COS-ADD 

majority 

votes 

COS-

MUL 

COS-MUL 

majority 

votes 

capital-common-countries 83.6% 82.6% 86.0% 91.3% 

capital-world 82.7% 84.4% 83.5% 89.1% 

Currency 48.1% 72.7% 50.9%  81.8% 

city-in-state 74.6% 86.2% 74.8% 87.7% 

Family 88.9% 94.7% 89.2% 94.7% 

gram1-adjective-to-adverb 32.4% 41.4% 37.3% 55.2% 

gram2-opposite 50.3% 60.0% 50.0% 60.0% 

gram3-comparative 91.7% 91.9% 91.9% 94.6% 

gram4-superlative 87.9% 92.6% 92.5% 96.3% 

gram5-present-participle 79.4% 83.3% 82.3% 90.0% 

gram6-nationality-adjective 97.1% 97.2%  96.6% 97.2% 

gram7-past-tense 67.1% 69.2% 72.0% 79.5% 

gram8-plural 89.6% 90.6% 91.1% 93.8% 

gram9-plural-verbs 68.7% 81.5% 74.9% 92.6% 

Total 77.5% 81.9% 79.4% 86.9% 

 Table 2. Analogy task results with COS-ADD, COS-MUL and majority-votes using vectors 

trained on large GoogleNews corpus 

 
 
A formal analysis of the properties of the vector space representations that exhibit this 
behavior is beyond the scope of our research. Manual inspection implies that the vector 
space representations capture fine-grained sub-regularities that are counter-balanced if 
a diversified set of analogy pairs is taken. This has motivated us to to use more than 
one analogy relation pair when determining enrichment patterns. For example the city 
- country relation has been determined by building analogy pairs out of the candidate 
cities and the following six pairs: Tokyo - Japan, Milan - Italy, Berlin - Germany, 
Hannover - Germany , Ankara -Turkey, Izmir - Turkey. The pairs are geographically 
diversified and the set of cities contains capitals and non-capitals to avoid a bias 
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towards capital cities. Similarly the other enrichment relations are determined based on 
diversified sets of relations. 
 

4.2. Evaluation 

 
KEA keyphrase extraction [Frank et al., 1999] is used as basic tool. The KEA 
keyphrases are enhanced and enriched based on the enrichment patterns described in 
section 4.1 . The impact of enrichment has been evaluated by using news corpora that 
have been archived with manually assigned keyphrases stemming from Deutsche Welle 
staff, thus the data set was not deliberately annotated for evaluation purposes. Given 
that only an average of 1.56% of the manually assigned keyphrases are not present in 
the text, the margin for improvement is rather small. Also, the enrichments are not 
consequently applied. Still, some slight improvements are observed. In the 
development set, all types of enhancement and enrichment except Verb-Noun improve 
precision (P), recall (R) and F-Score (F), see Table 3.  For more extensive evaluation 
tables see D4.3. 
 

S
C
O
R
E 

Base 
line 

Adj- 
Noun 

Verb- 
Noun 

City- 
Country 

Country- 
Region 

Abbrev
- Long 

Long- 
Abbrev 

Optimal 
(all) 

P
R
F 

26.98 
27.04 
27.01 

27.73 
27.79 
27.76 

26.98 
27.04 
27.01 

27.96 
28.02 
27.99 

27.19 
27.26 
27.22 

27.02 
27.09 
27.05 

27.21 
27.28 
27.24 

28.72 
28.79 
28.75 

Table 3: Evaluation scores for keyphrases with enhancement and enrichment in the 
development set 

 
In the validation set, Adj-Noun, Verb-Noun and City-Country lead to improvements. 
Country-Region, Abbreviation-LongForm and LongForm-Abbreviation do not improve 
scores, see table 4. This is due to inconsistent manual annotations. See D4.3 for more 
extensive evaluation tables. 
 

S
C
O
R
E 

Base 
line 

Adj- 
Noun 

Verb- 
Noun 

City- 
Country 

Country
- Region 

Abbrev
- Long 

Long-
Abbrev 

Optimal 
(without 
C-R, A-L, 
L-A) 

P
R
F 

35.19 
35.21 
35.20 

35.52 
35.57 
35.53 

35.26 
35.29 
35.27 

35.49 
35.51 
35.50 

34.37 
34.39 
34.38 

35.07 
35.10 
35.08 

35.06 
35.09 
35.07 

35.57 
35.60 
35.59 

Table 4: Evaluation scores for keyphrases with enhancement and enrichment in the validation 
set 
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4.3. Keyphrases used as suggested queries in the on-demand text 
analysis 

 
As already mentioned in section 3,  by clicking the “Get related content” button in the 
editor window of the Storytelling tool, the user obtains, on the fly, extracted linked 
entities and keyphrases from the text that is being composed. Extracted keyphrases 
are listed aside on the top menu as “Suggested queries” and can be used as search 
filters by selecting them. 
 
 

 
Figure 3. Get related content text analysis and suggested query items 

 
 
In order to avoid overlap with other search filters, Named Entities and Entities linked to 
DBPedia pages, have been filtered out of these keyphrases. 
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4.3.1. Chunk-based Keyphrases  

 
In June 2016 the prototype was evaluated by a group of DW journalists. Their 
feedback indicated that one-word keyphrases such as migrant are not specific enough 
and that longer, more specific keyphrases such as European migrant crisis are more 
valuable when searching for similar media items.  
 
Enlarging the KEA n-gram models from 3-gram to 4-gram or 5-gram models has not 
provided the desired more specific keyphrases. Larger n-gram models provide one or 
two longer keyphrases at best per text but they do not provide longer keyphrases in 
general. Therefore in a second attempt chunk information has been used to extend 
keyphrases to make them more specific. In the example text in Figure 3 the original 
highest ranked keyphrases are migrant, refugee and deaths. They have been extended 
to the longer nominal chunks they are contained in, such as European migrant crisis 
and European refugee crisis. In some cases the keyphrase is extended to contain a 
subsequent Prepositional Phrase (PP) as in deaths at sea. 6 PP-extension applies if the 
the keyphrase forms a one-word nominal chunk, i.e. deaths. 
 

 
Figure 4. Chunk-extensions of suggested query items 

                                           
6
 Using a preceding PP as extension has also been explored but has often led to less interesting 

keyphrases such as number of deaths.  However, there was no time for a systematic 

investigation.  
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Since most keyphrases occur several times in a text and can be extended to different 
chunks, it has been decided to take the first extensible occurrence of a keyphrase in 
the text7. Additionally, trailing stopwords such as the determiners the, a are deleted at 
the beginning of the extended keyphrase. Chunk-extension is only used in the 
get_related_content pipeline and can be turned off via a parameter. 
 
The chunk-based keyphrases at this point, are only available for English. The same 
methodology can be easily extended to the other languages, if chunkers for those 
languages are integrated into the platform. In this case, wrappers for the DkPro type 
system need to be written. 
  
  

                                           
7
 In a previous version all chunked versions of each keyphrase have been generated which 

leads to a dominance of the first keyword. 
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5. QUOTE EXTRACTION AND OPINION MINING 

 
Opinion, or sentiment, corresponds to the mental or emotional state of the writer or 
speaker, or some other entity referenced in the discourse. News articles, for example, 
often report emotional responses to a story in addition to the facts, particularly in 
quotes. Editorials, reviews, weblogs, and political speeches, as well as comments to 
news, posts to on-line forums, product reviews or tweets, convey the opinions, beliefs, 
or intentions of the writer or speaker. For journalists, or the user at large, it is not only 
important to find out what sentiment is expressed but also WHO is expressing the 
sentiment and WHAT the sentiment is about. 
 
Therefore, in EUMSSI, not only opinion is detected but the opinion holder and the 
opinion target are determined as well. Once identified, we classify the opinion as falling 
under one of two opposing polarities: positive or negative. 
 
The literature agrees on two main approaches for classifying opinion expressions: 
supervised learning methods and lexical or rule based knowledge (see [Liu and Zhang, 
2012] for an overview). In principle, the latter yields better precision while the former 
is able to discover unseen examples and thus enhances recall. [Rodríguez-Penagos et 
al., 2013] have experimented with a combination of both on noisy data, to arrive to the 
conclusion that used in isolation, lexical based methods outperform machine learning, 
and used in combination, contribute the most. Keyword spotting is the most naïve 
approach and probably also the most popular because of its accessibility and cost 
efficiency. In this technique, text is classified into affect categories, based on the 
presence of fairly unambiguous affect words like happy, sad, afraid, and bored, by 
using a language specific polarity lexicon. In addition to keyword spotting, most rule-
based systems use some kind of heuristics to predict polarity. Handling negation is an 
important concern in opinion and sentiment related analysis, as it can reverse the 
meaning of a statement. Such task, however, is not trivial as not all appearances of 
explicit negation terms reverse the polarity of the enclosing sentence and that negation 
can often be expressed in rather subtle ways, e.g., sarcasm and irony, which are quite 
difficult to detect. To supplement the lexical information provided by a polarity lexicon, 
the following clues are commonly used to detect sentiment in a text: special 
punctuation, complete upper-case words, cross-linguistic onomatopoeias, exclamation 
words, degree adverbs, and emoticons.  
 
Following this approach, in EUMSSI we use a combination of polar lexicons and 
heuristic rules to classify polarity. We have also implemented a basic target detector 
based on the part-of- speech tag of possible targets and closeness with respect to the 
opinion expression. For more details on the implementation of the Sentiment analysis 
module, see D4.1 and D4.3. 
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In the case of tweets and transcribed text, the opinion-holder is the author and 
speaker respectively, while in the case of quotes in written news, the opinion-holder is 
determined by our QuoteFinder.  
 
Specifically, the QuoteFinder relates quotes to opinion holders. The quote relation is of 
particular interest for journalists when researching a topic. For example, when 
researching the topic of fracking it is important for journalists to have access to direct 
quotes such as the quote of President Barack Obama on fracking in the following 
paragraph: 
 

When President Barack Obama and his opponent, Mitt Romney, do touch on 
the environment, it's in terms of new jobs or energy independence. (…) 
"I'm a big promoter of natural gas as a way for us to reduce our dependence 
on foreign energy sources but also to create jobs," Obama said in a radio 
interview in Ohio in early September.  

 
Direct quotes are determined by the Stanford quoteAnnotator8 that is part of the 
Stanford coreNLP package [Manning et al, 2014].9  Subordinate that-clauses are taken 
as candidates for indirect quotes. That-less indirect quotes are hard to detect reliably. 
As heuristics, only that-less indirect quotes are considered that take say as quote 
relation and that are continued by and that: 
 

He said he too had suffered radiation exposure and that he considered himself 
a victim.  

 
A manually crafted list of 150 opinion verbs serves to determine opinion relations.10 
Stanford parser dependencies are used to determine the opinion holder, i.e. the agent 
of opinion verbs. Here news texts have been analysed to determine various syntactic 
patterns in which opinion holders occur. Besides the classical subject-predicate 
relation, there are many other patterns. A frequent pattern contains postponed 
subjects which are a problem for the Stanford parser and require separate treatment, 
as in this example:  
 

“Thirteen years after German reunification we need further steps to realize 
equal work and income conditions throughout Germany," said IG Metall boss 
Klaus Zwickel.  

 

                                           
8
 http://nlp.stanford.edu/software/corenlp.shtml 

9
 Only quotes that contain at least 4 words are considered.  

10
 Some opinion verbs are marked as PASSSUBJ because the subject of the passive form has an 

agentive use: 
She is worried that… 
She is concerned that ... 
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Various verb - complement patterns as in the following example also have been 
accounted for: 
 

Meanwhile, the ECB’s vice-president, Christian Noyer, was reported at the start 
of the week to have said that the bank’s future interest-rate moves would 
depend on the behavior of wage negotiators as well as the pace of the 
economic recovery.  

 
Defense Minister Peter Struck is quoted in the paper as saying, "It is imaginable 
that wounded U.S. soldiers (in the possible war) are to be carried to Germany." 

 
Also, the news data contains many cases in which an indirect quote is followed by a 
direct quote. Here, the opinion holder of the indirect quote is transferred to the direct 
quote. The quote relation is transferred as well for lack of a better candidate: 
 

Genetic researcher Otmar Wiestler hopes that the government's strict controls on 

genetic research will be relaxed with the advent of the new ethics commission. "For one 
thing the government urgently needs advice, because of course it's such an extremely 

complex field. And one of the reasons Chancellor Schröder formed this new commission 

was without a doubt to create his own group of advisors." 
 
 
Since opinions of Named Entities are of particular interest to journalists, Stanford 
coreference chains and Stanford NER are used to determine the NER that refers to the 
opinion holder, e.g. in the coreference chain <<US president Barack Obama - Barack 
Obama - Obama - he>> the NER Barack Obama is taken as opinion holder. Many 
coreference chains do not contain the Named Entity in citation form, e.g. <<US 
president Barack Obama - Obama>> or <<US president Barack Obama - he>> are 
typical coreference chains. In the first case Obama is chosen as opinion holder, in the 
second case US president Barack Obama is chosen. 
 
 

5.1. Evaluation of the QuoteFinder 

 
The QuoteFinder has been evaluated on a data set containing 309 potential quotes.11 
These potential quotes have been manually annotated with the opinion holder or null, 
being null a quote not in an opinion relation to an opinion holder (as in: The group 
called itself "Committee for the Constitution 2003").  
 
Since not all coreference chains contain the Named Entity in citation form, the 
automatically assigned opinion holder is considered correct if the gold annotation 
contains the opinion holder or vice versa (i.e. Obama matches Barack Obama or vice 

                                           
11

 The data set has been taken from the EUMSSI data repository. 50 news articles that contain 

quotation marks have been randomly selected. 
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versa). Here, precision is 78.54, recall is 72.62 and F-Score is 75.46. Identity between 
the gold annotation and the automatically assigned opinion holder is much lower, it has 
an F-Score of 48.25. Out of the asymmetric matching relations the case that the gold 
annotation contains the opinion holder is more frequent (F-Score: 67.22) than the 
reverse case (F-Score: 56.49), i.e. there are more cases in which last names such as 
Obama are determined as opinion holder than cases in which more complex 
expressions such as American president Barack Obama are determined as opinion 
holder.  
 
 

Matching 
operation: 

Gold Equals 
opinion 
holder 

Opinion 
holder 
Contains 
Gold 

Gold 
Contains 
Opinion 
holder 

Gold Contains 
Opinion holder 
or Vice Versa 

Precision 50.21 58,80 69.96  78.54 

Recall 46.43  54.37  64.68  72.62  

F-Score 48.25 56.49 67.22 75.46 
Table 5. Evaluation of opinion holder detection 

 
 

5.2. Evaluation of Opinion  

 
Tweets being small text segments (140 characters), we chose to evaluate opinion 
polarity of the whole tweet, as discussed in D4.1. That is, we classify tweets as being 
either positive, negative or neutral. To evaluate the performance of our Sentiment 
analysis module on Twitter text, we have been able to use a well-established 
groundtruth: the RepLab 2013 dataset [Amigó et al., 2013]. Filtering for language and 
number of opinionated units per tweet (we keep only those with a unique polarity), as 
well as accounting for those that cannot be crawled because they have disappear from 
the network, we end up with a total of 74888 tweets in English, annotated for polarity. 
On this set we have performed the evaluation. 
 
We have evaluated our system in two tasks: 

● Ability to detect opinionated tweets, i.e. distinguishing tweets carrying an 
opinion (either positive or negative) from tweets not carrying an opinion (i.e. 
neutral) 

● Accuracy in classification of the opinionated tweets, i.e. discriminating between 
positive tweets and negative tweets. 

 
The tables below shows the results obtained by the system for precision, recall and f-
measure in the two tasks. As can be observed, both precision and recall of negative 
tweets are much lower than those of their positive counterparts. These results are on 
par with state-of-the-art sentiment analysis systems [Abasi et al., 2014]. 
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Detection of 
opinionated 
tweets 

 

Precision (%) 73.4 

Recall (%) 69.7 

F-measure (%) 71.5 

 
Table 6. Accuracy of detection of opinionated tweets 

 
 

  Classification of 
opinionated tweets 

Precision (%) 
POS 78.6 

NEG 47.7 

Recall (%) 
POS 86.7 

NEG 33.8 

F-measure (%) 
POS 82.4 

NEG 39.6 

 
Table 7. Accuracy in classification of opinionated tweets 

 
 
Due to the lack of a suitable evaluation dataset for evaluating opinion on quotes, we 
have manually reviewed a sample consisting of 309 quotes (direct and indirect), where 
polarity associated to a target has been identified. Our approach has been to globally 
evaluate the plausibility of the association together with value of the polarity. Out of 
the total quotes evaluated, we find that 211 show an acceptable target-polarity 
association, that is to say an 68.2%. 
 
In order to illustrate the criteria that have been applied, we provide some example 
quotes in the table below, with the respective analysis result and how they have been 
evaluated: 
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Quote Target + polarity Evaluation 

"And then it [the aircraft] 
just kind of drifts for a 
little bit, for a good 300 
yards and then tips over. 
Fire starts," 

target=yards 
pol=POSITIVE 

WRONG because the 
quoted text does not 
contain any opinion 
(positive or negative). 

“I would never consider 
7.1 to be an acceptable 
unemployment rate." 

target=unemployment 
rate 
pol=POSITIVE 

WRONG because the 
positive value appears 
within a negated 
statement, should be 
negative 

"Because of the tricky 
central-to-local 
government relations, the 
local governments play a 
critical role in transforming 
national policy into local 
policy \- they are 
important in 
implementation and 
enforcement," 

target=government 
pol=NEGATIVE 

WRONG target 

"Every time before a big 
meeting, Iran tries to give 
a sign of good faith," 

target=faith 
pol=POSITIVE 

WRONG target 

Monti’s decision will force 
the matter back to the 
courts because the EU has 
now challenged Microsoft’s 
business model. 

target=Microsoft 
pol=NEGATIVE 

RIGHT 

Ukraine was welcome to 
join the union 

target=Ukraine 
pol=POSITIVE 

RIGHT 

"is essential for strategic 
and operational reasons, 
so that Mercedes-Benz 
remains competitive and 
can fully utilize future 
growth opportunities," 

target=Mercedes-Benz 
pol=POSITIVE 
 
 

RIGHT 
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“To play against such a 
team of stars in such a 
wonderful stadium – it 
can't get any better than 
that,” 

target=stadium 
pol=POSITIVE 

RIGHT 

if it weren't for the 
demand for palm oil, 
farmers would plant other 
products that would 
gobble up more land and 
thus prove more 
destructive to rainforests 
and the climate. 

target=rainforest 
pol=NEGATIVE 

RIGHT 

Jung and Rice had 
mutually criticized Iran for 
recent remarks by 
President Mahmoud 
Ahmadinejad, who claimed 
that the Jewish Holocaust 
never took place and said 
that Israel should be 
moved to Alaska. 

target=Iran 
pol=NEGATIVE 

RIGHT 

 
Table 8. Evaluation of aspect-based polarity 

 
The evaluation was done with a single human annotation, same as the ground truth, 
and we therefore do not have inter-annotator agreement metrics between human 
annotators. As can be seen in the examples, especially in the more factual quotes, it 
can be very difficult to clearly identify the polarity of the statements, and we would 
expect the agreement between different human judges to be far from perfect. 
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6. NORMALIZATION OF ASR OUTPUT: PUNCTUATION AND 
SENTENCE SEGMENTATION, NAME NORMALIZATION AND 
ENRICHMENT 

 
EUMSSI being essentially a multimodal platform, transcriptions are a fundamental type 
of text that we need to deal with. Raw text originating in Automatic Speech 
Recognition is an uninterrupted chain of words. There are two main reasons why we 
need to segment it into sentences and add punctuation: 
 

● In order for it to be properly processed by text analysing tools. 
● To make it Human Readable, and be able to provide the transcript to the 

user in a usable way. 
 

6.1. Insertion of punctuation and sentence segmentation 

 
In EUMSSI, first punctuation is rendered and then segmentation occurs, based 
on strong punctuation marks. The task of restoring punctuation marks is addressed as 
a Machine Translation task: a non-punctuated, uncapitalized text is translated into to a 
regular text, which includes punctuation and capitalization. 
 
For this we trained a monolingual statistical machine translation (SMT) system 
translating from automatic speech recognition (ASR) output to a regular edited text, 
using information of pauses in the ASR output, following recommendations of 
[Ostendorf and al., 2008] about combining lexical and prosodic features. The 
segmentation can then be performed based on the strong punctuation marks (e.g. a 
full stop to indicate sentence segmentation). 
 
In this task, the information of pauses in the ASR output is very valuable. We thus 
looked for manual transcripts including pauses to build a parallel corpus to train the 
SMT system. In one side of the parallel corpus, we removed pause information to 
simulate an edited transcript, and on the other side we simulated the ASR output by 
removing punctuation, case information and special characters. 
 
We built the SMT system with the Moses open source toolkit, with all default options, 
except the following changes allowing the translation to differ from the original only by 
punctuation marks and case: 
 
– The filter by maximum sentence length was disabled, allowing sentences as long as 
our maximum segment size (500 words). 
– The reordering functionality was disabled, thus translation was monotonic. 
– The extracted phrase pairs were filtered to only keep translated sides differing from 
the source side only by punctuation marks and case. 
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In D4.3, a detailed account of how we did it is given. The punctuation and case 
information has been inserted in the EUMSSI UIMA pipeline by creating a new view in 
which the text includes this information. The subsequent annotators in the pipeline can 
be applied to the view with the re-cased and segmented transcription. Normalization of 
ASR output is not only used as input to further text processing, instead of raw output, 
but it is also used by the Storytelling tool as a Human Readable Format rendering of 
the transcriptions for direct human consumption. 
 
In the process of integration of the SMT-based normalization of ASR-ed text into the 
EUMSSI platform, we have encountered several problematic issues that had not been 
detected previously in the isolated component. The biggest problem has to do with 
segment size. When fed with unsegmented text, the system collapses. Since the very 
purpose of the component is to perform segmentation, this issue can be considered 
critical. In order to deal with this problem, we decided that we needed a pre-
segmentation heuristics beyond sentence segmentation. In a multimodal framework 
such as EUMSSI, the most obvious cue was detection of speaker turn. Therefore, 
we use information about change of speaker to feed blocks of otherwise unsegmented 
text to the sentence segmentation module. This module then restores punctuation 
based on the parallel models it has been trained on, and lastly sentence segmentation 
occurs. 
 

6.2. Evaluation of insertion of punctuation and recasing 

 
In D4.3 we provided an evaluation of the component in isolation. For this we took 
simulated ASR output, by removing case and punctuation of a reference text, and 
calculated the Word Error Rate in four different combinations, taking into account, or 
not, letter case and punctuation, as shown in the table below: 
 
 

Case Punctuation WER Ins Del Sub Recall Precisio
n 

insensitive insensitive 0.1 38 12 5 - - 
insensitive sensitive   7.7 1526 1521 1916 54.9 55.0 
sensitive insensitive     5.3 38 12 2964 52.4 51.5 
sensitive sensitive     12.3 1504 1499 4892 - - 

 
Table 9: Word error rate (%) for the normalization of simulated ASR output, taking or not 

into account case and punctuation. Corrected WER is obtained by subtracting the WER value 
when case and punctuation are not considered (i.e. 1.9%). 

 
We extracted the number of punctuation marks in the reference (Nref) and hypothesis 
(Nhyp) by evaluating each file with respect to the same file with punctuation marks 
removed. The number of punctuation marks is the number of insertions. From these 
numbers we deduced the recall R and precision P of punctuation recovery in the 
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following way (Ins, Sub and Del stand respectively for the number of insertions, 
substitutions and deletions of the punctuation-sensitive evaluation in Table 9: 
 

𝑅 =
(𝑁ℎ𝑦𝑝−𝐼𝑛𝑠−𝑆𝑢𝑏)

𝑁ℎ𝑦𝑝
                                                   𝑃 =

(𝑁𝑟𝑒𝑓−𝐷𝑒𝑙−𝑆𝑢𝑏)

𝑁𝑟𝑒𝑓
 

 
We extracted the number of upper-cased words in the reference (Nref) and hypothesis 
(Nhyp) by evaluating each file with respect to the same file with case removed. The 
number of upper-cased words is the number of substitutions. From these numbers we 
deduced the recall R and precision P of punctuation recovery in the following way 
(here we only consider letter case, thus we cannot have insertions or deletions, and 
Sub stands for the number of substitutions of the case-sensitive evaluation in Table 6):  
 

𝑅 =
(𝑁ℎ𝑦𝑝−𝑆𝑢𝑏)

𝑁ℎ𝑦𝑝
                                                   𝑃 =

(𝑁𝑟𝑒𝑓−𝑆𝑢𝑏)

𝑁𝑟𝑒𝑓
 

 
Results shown in the table above are state-of-the-art for the task. The advantages of 
such an evaluation is that it factorizes out errors that belong to ASR itself, because we 
perform it on clean text. 
Nonetheless, the kind of evaluation that interests us most in EUMSSI is the gain we get 
by normalizing the ASR output prior to performing any text analysis tasks, such as 
entity linking, as we show in the next section. 
 

6.3. Task-oriented evaluation of normalized ASR-text: impact on the 
entity linking task 

 

As explained elsewhere, there are four main text types from which EUMSSI aims at 
extracting relevant information; they are: 

1. Edited news text,  
2. User-generated micro-blogs,  
3. Text resulting from OCR analysis on video, and 
4. Transcripts resulting from automatic speech recognition 

  
In D4.3, we address evaluation of Named Entity Linking in the first three text types. In 
section 2 of this same document we expand this evaluation to concept linking.  
 
Thanks to the multimodal groundtruth that we have created within EUMSSI, we are 
able to evaluate the last remaining text type: transcripts resulting from automatic 
speech recognition, conveniently normalized.  
 
What interests us is to compare performance of the entity-linking task on non-
normalized transcripts vs normalized transcripts, in order to ponder the gain of 
normalizing the output of ASR. To achieve this comparison, we process the videos from 
the groundtruth through the EUMSSI audio and video components, and then we apply 
the EUMSSI text analysis, once with normalization activated, and once without. 
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As the following graphics show, we are able to capture many more linked entities in 
the normalized text than in raw ASR output: 
 

 
Figure 5. Overall comparison of linked entities detected in ASR and in Normalized text 

  
 
The increase in the overall detection of entities is almost 25%. Most of the entities that 
escape identification in raw ASR output due to the absence of capitalisation are Named 
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Entities (persons, places and organisations), which are a fundamental type of 
annotation for the EUMSSI demonstrators. This is clearly observed in the figure below: 

 
Figure 6. Comparison of Named entities detected in raw vs Normalized ASR  

 

6.4. Name normalization and name enrichment 

 
A different problem posed by ASR output are badly transcribed proper names. We have 
developed a normalisation module that is able to detect errors of transcription in 
proper names, and annotate them with the normalized, corrected name. The 
detection strategy is based on official titles or function descriptions also appearing in 
the text (such as German Chancellor) and Levenshtein-distance measures. This 
strategy is based on the fact that news broadcasts adhere to the best practice of 
mentioning the function or office title of important people in the immediate 
vicinity of the name, thus the properly recognized office title or function serves to 
detect ill-recognized names.  
 
Some real examples of ill-recognised names are: 
 

a) UN secretary general banking moon 
b) german chancellor angela merciless  

 
 
These examples are annotated with tags [Ban-Ki Moon] and [Angela Merkel] 
respectively, which can then be used to properly index the entity.  
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The implementation of the name normalization module has been enhanced during this 
term by using temporal information as an additional reference. In the final 
version of the component, we take both the publication year and the office terms into 
account, in two ways: 
 

● Following the example above, if Angela Merkel has been German Chancellor in 
the publication year of the document, this is used as additional evidence, that 
the correction of the transcription is valid. 

● Going beyond Named Entity normalization, the name enrichment module is also 
used to annotate definite descriptions of office holders, but with no Named 
Entity occurring, such as the American President, with the Named Entity that 
has been office holder at the publication date, provided there is no evidence 
that some other time or entity is referred to. 

 
In this enhanced approach, the list of office holders of the office title, e.g. UN secretary 
general in ex. a) above, serves as basis for determining the intended name, i.e. Ban-Ki 
Moon as the correct transcription. Levenshtein distance, a language model and the 
publication year are used to determine whether one of the office holders is a likely 
candidate for name correction, for more details see D4.3. 
 
In addition to name normalization, there is also a name enrichment module that 
annotates definite descriptions such as the US President, with the respective office 
holder based on the publication date and the office terms of the office holders, under 
the provision that there is no evidence that some other time or entity is referred to. For 
example in:  
 

The US President had offered new talks on Iran’s nuclear programme.  
 
The expression the US President is annotated with Barack Obama, since the publication 
date of the document corresponds to Obama’s legislature and there is no evidence that 
a different Named Entity is referred to. The final version of the module contains two 
heuristics for excluding reference to the office holder of the publication date, the first is 
that there was a change in office holders in the publication year, the second is that a 
different office holder is mentioned in the document.12 E.g. in the following document 
which was published in Obama’s legislature, the term the us president is not annotated 
with Barack Obama because some other US president is mentioned in the text, namely 
John F. Kennedy:  
 
 his international breakthrough came with his photos of us president john f kennedy 's 
nineteen sixty to visit to berlin only six photographers were allowed to take <eps> 
pictures up close was <unk> style because it was an intensely emotional experience to 

                                           
12

 Other heuristics like the mention of dates other than the publication date could be explored 

as well. Cases in which the definite description is followed by the name of an office holder or in 

which the name normalization module assigns a name are discarded from name enrichment. 
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see these crazy berliners who are happy if the us president was there and that they 
hadn 't been sold off to the east 
 
The module does not properly recognize generic usages of definite descriptions as in: 
 
  ministers give their oaths in bellevue palace the german president 's residence 
 
Here the definite description does not refer to the office holder at the publication date. 
Fortunately, such cases are not very frequent in news broadcasts. 
 
 Name enrichment is similar to name normalization in strategy, but it is able 
to annotate with the right entity even in the absence of any name in the 
actual transcribed text.  
 

6.5. Evaluation of Name normalization and Name enrichment 

 
The name normalization module achieves precision of 95.10, recall of 88.94 and F-
Score of 91.92, for more details see D4.3. 13 
 

Name 
enhancement 

Precision Recall F-Score 

 95.10 88.94 91.92  
 

Table 10: Evaluation scores of name enhancement 

 
 
For more than half of the True Positives the newly assigned name has not been 
otherwise recognized in the ASR output of the audio tape, thus leading to a 
considerable information gain:  
 
 

                                           
13

 It was not possible to repeat the evaluation with the more recent ASR results provided by 

LIUM which use re-trained ASR models because due to the DW policy of de-linking media urls in 

short time intervals, most of the media items that were used in the first evaluation were not 

available in the current reporting period for evaluation. Also, the current audio transcripts 
contain much less name descriptions, 96 name descriptions in the current set versus 2177 

name descriptions in the previous data set.  The reduction in occurrences of name descriptions 
seems to be due to a shift in the media selection away from radio shows which frequently use 

name descriptions to identify named entities and a move towards videos which contain visual 
information to identify named entities. Still, an evaluation based on the current media items has 

shown that the module still improves results. Some names like Ban-Ki Moon are correctly 

recognized now with the re-trained ASR models, but for names like Angela Merkel there are still 
incorrect transcriptions like angle america. For the current data set, precision is 63.63, recall is 

100.00 and F-Score is 77.78.  
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Name enhancement 

name not otherwise in text 
(information gain) 

full name otherwise 
in text 

family name 
otherwise in text 

57% 36% 7% 

 
Table 11: Information gain of name enhancement 

 
The name enrichment module has been evaluated on a data set containing 78 
documents and 89 definite name descriptions14: 
 

Name enrichment Precision Recall F-Score 

 84.61 82.08 83.32  

 
Table 12: Evaluation scores of name enrichment 

 
Information gain has been determined by counting in how many instances the full 
name or last name of the referenced office holder is not otherwise mentioned in the 
ASR output. Again, in more than half of the cases there is true information gain. 
 

Name enrichment 

name not otherwise in text 
(information gain) 

full name or family name otherwise 
in text 

71% 29% 

 
Table 13: Information gain of name enrichment 

 
As can be seen in the results above, both the name enrichment and the name 
enhancement strategies are enhancements worth implementing. 
  

                                           
14

 Name enrichment has been evaluated with ASR output stemming from the previous reporting 

period. Name enrichment is not restricted to the output of ASR. Application to regular text is 

also conceivable. 
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7. INTEGRATION OF THE TEXT PIPELINES INTO THE 
EUMSSI PLATFORM 

 
A UIMA text annotation pipeline is a chain or sequence of analysis engines, each of 
which outputs a specific annotation after analysing the input object. The engines 
proceed in a sequential way, and some of them build on the results of the preceding 
engines. Specific analysis pipelines have been produced for each particular language 
(English, German, Spanish and French) and for each type of source text (i.e. well-
edited news, user-generated social content, transcriptions and captions). The 
motivation for having separate pipelines for different text types is because each type of 
text requires specific components: for example, transcriptions resulting from ASR need 
to include a normalizer that inserts punctuation and true-case; user-generated content 
may require specifically trained models for certain tools, or certain engines cannot be 
applied to all text types, e.g. statistical pos-taggers do not work on context-free 
captions. 
 

 
Figure 7: Standard text analysis pipeline 

 
During this reporting period the main focus has been on finalising integration of the 
text analysis pipelines into the EUMSSI platform. This includes determining the 
interaction with other analysis modules such as ASR and OCR, and adapting the text 
analysis results to the needs of the demonstrators.  

 
The text analysis pipelines contain several new components: The chunker is needed for 
chunk-based keyphrases, the Stanford QuoteAnnotator15, the Stanford parser16 and the 

                                           
15

 http://stanfordnlp.github.io/CoreNLP/quote.html 
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Stanford NER17 are used in the QuoteFinder1819. Since the new components can be 
found in the DKPro repository20, it has been easy to integrate them into the EUMSSI 
platform. However, integrating language models not offered in the DKPro repository 
would have required quite some additional effort. Therefore, as recommended by the 
reviewers, the focus has been on advancing individual technologies rather than 
ensuring coverage for all languages. 
 
The following tables summarize the status of the text analysis components and their 
integration into the platform. There are 16 different text analysis pipelines according to 
text type (regular text, tweets, ASR and OCR) and language (English, German, Spanish 
and French). Components that are new or have been modified since the last reporting 
period are marked in green, INT indicates that the module is integrated in the 

EUMSSI platform, a check mark ✓ indicates that the module is integrated into the 

EUMSSI demo, NO indicates that the module is not integrated into the EUMSSI 
platform, mainly because the demonstrators do not make use of the corresponding 
annotations, NA indicates that the module is not available for the respective language 
or that the module feeds into other tools that are not available for the respective 
language: 
 

 EN text DE text ES text FR text 

Segmenter ✓ INT ✓ INT ✓ INT ✓ INT 

Tokenizer ✓ INT ✓ INT ✓ INT ✓ INT 

POS Tagger ✓ INT ✓ INT ✓ INT  

Lemmatizer ✓ INT ✓ INT ✓ INT ✓ INT 

NEL+NER ✓ INT ✓ INT ✓ INT ✓ INT 

Temporal 
expressions 

✓NO ✓NO NA NA 

Chunker ✓ INT NA NA NA 

Keyphrase 
Extraction 

✓(plus) INT ✓ INT ✓ INT ✓ INT 

Stanford 
QuoteAnnotator 

INT NA NA NA 

Stanford NER ✓INT INT INT INT 

Stanford parser INT NA NA NA 

QuoteFinder INT NA NA NA 

                                                                                                                            
16

 http://stanfordnlp.github.io/CoreNLP/depparse.html 
17

 http://stanfordnlp.github.io/CoreNLP/ner.html 
18

 http://stanfordnlp.github.io/CoreNLP/quote.html 
19

 https://github.com/EUMSSI/QuoteAnnotator 
20

 https://dkpro.github.io/dkpro-core/ 
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General relations NO NO NO NO 

Topics NO NO NO NO 

Polarity for 
news/Quotes? 

NO NO NO NO 

 
Table 14: Text analysis pipelines for regular text and integration into platform 

 
We do not compute Polarity for news/quotes for languages other than English because 
there is no QuoteFinder that determines the opinion holder in those languages. 
However, it shouldn’t be very costly to extend this computation, once the quotes had 
been extracted, because we do compute polarity on tweets for all languages. 
 
For tweet analysis almost all relevant components have been integrated: 
 

 

 EN tweets DE tweets ES tweets FR tweets 

Segmenter ✓ INT ✓ INT ✓ INT ✓ INT 

Tokenizer ✓ INT ✓ INT ✓ INT ✓ INT 

POS Tagger ✓ INT ✓ INT ✓ INT  

Lemmatizer ✓ INT ✓ INT ✓ INT  

Polarity for 
tweets 

✓ INT ✓ INT ✓ INT ✓ INT 

NEL+NER ✓ INT ✓ INT ✓ INT ✓ INT 

Keyphrase ✓(plus) INT ✓ INT ✓ INT  

 
Table 15: Text analysis pipelines for tweets and integration into platform 
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For ASR-ed text the focus has been on the pipeline for EN: 
 

 EN ASR DE ASR ES ASR FR ASR 

Name normalisation  INT    

Name enrichment  INT    

sentence segmentation, 
punctuation, TrueCasing  

✓ INT    

Topic shift segmentation ✓ INT    

Tokenizer ✓ INT    

POS Tagger ✓ INT    

Lemmatizer ✓ INT    

Polarity of speaker-
attributed speech(quote) 

INT    

NEL+NER ✓ INT    

Keyphrase ✓ INT    

 
Table 16: Text analysis pipelines for ASR-ed text and integration into platform 

 
 
For OCR-ed text the focus has been on EN and DE: 
 

 EN OCR DE OCR ES OCR FR OCR 

Segmenter ✓ INT ✓ INT   

Tokenizer ✓ INT ✓ INT   

POS Tagger     

Lemmatizer     

Polarity NO NO   

NEL+NER ✓ INT ✓ INT   

Keyphrase NO NO   

 
Table 17: Text analysis pipelines for OCR-ed text and integration into platform 

 
Keyphrase extraction or polarity in short OCR-ed text was not deemed useful. 
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8. ENHANCEMENTS ON SOCIAL MEDIA DATA COLLECTION 
AND ANALYSIS 

 

8.1. Twitter 

 
The main source of social media content inside the EUMSSI platform remains Twitter, 
which gets collected continuously using Twitter's streaming API. At this point around 
11 million tweets have been collected and stored in EUMSSI's database. Due to the 
enormous volume of total tweets, and the fact that Twitter only allows access to a 
limited number of these, the crawler limits the retrieved messages to a manually 
maintained list of hashtags and keywords for the domain of interest. Such lists were 
created for all four languages, focusing on topics surrounding fracking and renewable 
energies. Tweets are available to the applications within seconds of having been 
published, with text analysis results appearing after some delay. 
 
The most active Twitter users with regard to the current filters, as well as the most 
frequently retweeted ones, the most active retweeters, the most frequent hashtags, as 
well as the relations between all of the above are accessible interactively through the 
word cloud and word graph widget in the demonstrator. 
 
 
 

Figure 8: Tagcloud showing most active Twitter users, the larger the font the more frequent 
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Figure 9: Word graph showing relations among hashtags. At least two distinct sets of related 

tags emerge in the example of the figure. 
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8.2. YouTube 

 
The second major social media source is YouTube, with around 64000 videos currently 
in the database. During the last year, in addition to increasing the number of videos, 
comments associated with those videos have also been collected and stored. 
 
Out of 63,799 videos, 6,986 have associated comments (around 11% of all videos), 
with a total of 525,256 comments. This gives us an average of 8.2 comments per 
video, or 75.2 comments per video when excluding the videos that have no associated 
comments at all. There are 7 videos with over 10,000 comments, with a maximum of 
63,753. 
 
This already hints at a very uneven distribution of comments over the videos, as 
further seen below. 
 

 
Figure 10: Histogram of number of comments per video, range up to 10000 , bin size=100 

 
Figure 10 shows most of the range of values found in the data, excluding only the 
extreme outliers above 10,000. It shows a clear concentration in the lower numbers, 
reflecting that most videos have very few (or no) comments, but one can also see that 
it is not entirely uncommon for a video to have several thousand comments. Each bar 
in the graph correspond to a range of values (bin size), e.g. 0 to 99 comments, 100 to 
199 comments, etc. 
 
Zooming in into a bit more detail by limiting the range (excluding the videos with more 
than 1000 comments) and on the other reducing the bin size so that each bar 
represents a much smaller range of values, we obtain figure 11 below. Here we again 
see the peak at low values (especially the 0 to 9 range) and a relatively smooth dropoff 
towards the higher end of the spectrum. 
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Figure 11: Histogram of number of comments per video, range up to 1000, binsize=10 

 
 
Finally, figure 12 shows a detail view of the lower range of values, with each bar 
representing not a range but a single value. The left-most bar (representing videos 
with no comments at all) is again the highest. Beware that the scale of the y-axis is 
logarithmic and the visually modest difference represents a difference of more than an 
order of magnitude between the number of videos with no comments and the next one 
(with one comment). The dropoff towards larger values is smooth but actually quite 
steep in the left-most part when taking into account the logarithmic scale of the graph. 
 

 
Figure 12: Histogram of number of comments per video, range up to 100, binsize=1 
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As shown in the figures, the vast majority of videos have very few comments, with 
close to 90% having no comments at all and more than half of the remaining videos 
having only one or two comments. 
 
This extreme disparity in number of comments, and in particular the high number of 
videos without any or with very few comments, makes the utility of using comments 
for users of the applications (and particularly of the journalistic contextualization tool) 
very doubtful. 
 
It was originally anticipated that the number of comments could provide an indication 
of the impact of a given video and thus be a factor in ranking videos that are 
presented to the user but the limited number of videos that have comments at all 
means that this is rarely applicable, and would risk boosting a few select videos 
without a clear positive effect on the relevance of results. 
 
There is the additional problem that the comments are collected at the moment of 
incorporating a video into the database. Now that the Youtube crawler runs 
continuously, new content gets collected soon after having been published on Youtube, 
and thus often has not had time to accumulate a significant number of comments. 
Solutions to this, such as retrieving comments on the fly to rerank results when 
presenting them to the user, or periodically updating the comments for all videos in the 
database, are computationally very costly and can degrade the user experience due to 
increased latency. Considering the fundamental issues presented previously, it was 
decided not to incorporate such strategies. 
 
Other than using the number of comments (or temporal dynamics of commenting, 
etc.) as indicators of importance of the associated video, comments also represent 
(textual) content on their own, which can be analyzed and used. In particular, it was 
explored whether sentiment analysis on the comments could provide a measure of 
emotional "hotness" of a topic, or whether the comments can provide additional 
context to describe the video. However, comments on Youtube are of notoriously bad 
quality21 22 23, making them of dubious value as standalone content, and the same 
problems described above (when using the number of comments) also apply when 
using the comments' content to deduce aggregate metrics for the corresponding video. 
 
As a result, Youtube comments have been collected, processed and indexed, and are 
available to applications that want to make use of them, but they are not exposed in 
the demonstrators developed within the EUMSSI project. 
 
 
 

                                           
21

 https://www.quora.com/Why-are-YouTube-comments-so-bad 
22

 https://xkcd.com/481/ 
23

 https://xkcd.com/202/ 
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8.3. Other 

 
The Wikipedia Events Portal24, which is based entirely on user generated content, 
has proven to be a very valuable source of information. It is fully integrated into the 
platform and accessible through the demonstrator. There are currently 42,578 events 
in the EUMSSI database, covering the last 15 years. 
 
Other uses of social media that have been suggested by project members, in particular 
those representing the potential end users, centered on providing on-the-fly access to 
external sources, e.g. Imgur or Flickr, in order to retrieve content that can be 
incorporated into the article (using the rich editor included in the contextualizing tool). 
Such functionality could build upon the existing mechanisms that provide access to 
Wikipedia or that build Solr queries from a source text, which would need to be 
adapted to automatically create queries that are appropriate for the desired external 
source. However, incorporating these different sources, along with the user interface 
adjustments that would be required, was considered to be out of scope for the project 
demonstrators and is left to be developed as part of any specific production 
applications that may be built after the end of the project. 
  

                                           
24

 https://en.wikipedia.org/wiki/Portal:Current_events 
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9. CONCLUSIONS 

 
During the last year of the project, most of the work on social and text analysis has 
concentrated on the following points, which have been discussed in this deliverable: 
 

● Implementation of on-demand text analysis for the Storytelling Tool and 
refinement of the initial Named Entity Linking strategy to adapt to on-
demand text analysis. 

● Fine-tuning of the keyphrase extraction to the needs of the demonstrators 
based on user feedback. 

● Finalization of the QuoteFinder component and extension of opinion mining 
to quotes. 

● Finalization and optimization of the normalization of ASR output, including 
sentence segmentation, insertion of punctuation, name normalization and 
enrichment 

● Final integration of the text analysis pipelines into the EUMSSI platform 
● Enhancements on Social Media data collection and analysis 
● Testing and evaluation of the different text analysis tools and components 

 
In the final implementation of the text analysis component all modules are in place for 
at least one language, namely English, and many are also ready for the other 
languages. During this last year, efforts have been very much focused on the needs of 
the two demonstrators, as mediated by the feedback from the users, and on evaluation 
of the different components. 
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11. GLOSSARY 

 
ASR: Automatic Speech Recognition 
DBpedia (from "DB" for "database") is a project aiming to extract structured content 
from the information created as part of the Wikipedia project 
DKPro: Darmstadt Knowledge Processing Repository 
DOW: Description of work document 
DW: Deutsche Welle 
EUMSSI: Event Understanding through Multimodal Social Stream Interpretation 
GFAI: Gesellschaft zur Förderung Angewandter Informatik (Society for the Promotion 
of Applied Computer Science) 
IDIAP: The Idiap Research Institute is an independent, non-profit, research foundation 
affiliated with Ecole Polytechnique Fédérale de Lausanne 
KEA: Keyphrase Extraction Algorithm 
LIUM: Laboratoire d’Informatique de l’Université du Maine (LE MANS) 
LUH: Leibniz Universität Hannover 
NEL: Named Entity Linking 
NER: Named Entity Recognition 
OCR: Optical Character Recognition 
SMT: Statistical Machine Translation 
UIMA: Unstructured Information Management Architecture 
UPF: Universitat Pompeu Fabra 
VSN: Video Stream Networks 

https://en.wikipedia.org/wiki/Database
https://en.wikipedia.org/wiki/Structured_content
https://en.wikipedia.org/wiki/Wikipedia

