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1. BACKGROUND 

Deliverable D4.3 is described as follows, in the DoW: 
 
A first functional version of the text analysis component for integration in the 
multimodal platform, including first versions of (1) a NER system that is capable of 
detecting names of all sorts in all text sorts and all languages the project deals with, 
(2) a component detecting / extracting events, relations and topics, for four languages 
and (3) a sentiment analysis module, for four languages. 
 
D4.3 is a running prototype of the text analysis component integrated in the 
multimodal EUMSSI platform. This prototype is the result of the work performed within 
tasks 4.1, 4.2 and 4.3, during the first 2 years of the project.  
 
According to the DoW, Task 4.1 aims at implementing and testing a NER system that is 
capable of detecting names in free text in English, French, Spanish and German. The 
goal of task 4.2 is the implementation of a processing component capable of detecting 
and extracting events, through the detection and extraction of topic, key phrases and 
relations. Task 4.3 aims at implementing and testing a sentiment analysis module. 
 
Within the EUMSSI project, the output of the text analysis component (WP4) feeds into 
the cross-modal semantic representation framework (WP5; LUH, VSN, UPF) which 
serves as the basis for the contextualization and recommendation tools (WP6; UPF) 
whose specifications are guided by the user specifications developed in WP2.1 (DW, 
LUH, VSN). The text analysis component takes as input news-related data such as 
news articles provided by Deutsche Welle (DW), or news articles crawled from the web 
by LUH (WP5). Other text types such as the output of OCR (Optical Character 
Recognition) and ASR (Automatic Speech Recognition) are provided by IDIAP and 
LIUM respectively (WP3). Processing pipelines and annotation data formats are 
determined in consultation with all partners (WP2.2 System architecture, WP2.3 Data 
infrastructure and representation definition). 
 
D4.3 is complemented by deliverable D4.4 which describes a first functional version of 
the content extraction and analysis module for social media content.  
 
D4.3 is preceded by D4.1 -Preliminary version of the text analysis component- 
delivered in month 24, and will be followed by D4.5 -Final version of the text analysis 
component, to be delivered in month 32.  
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2. INTRODUCTION 

 
The main goal of the text analysis component in EUMSSI is to extract information from 
news text, micro-blogs, ASR-ed and OCR-ed text, and generate annotations that the 
demonstrators can use to inform the semantic search and visualisation devices. In the 
contextualization tool, text annotations are used for answering the big five questions 
journalists are interested in, namely: WHO did WHAT, WHERE, WHEN and WHY, see 
also D6.2. In the second screen prototype, text annotations are used for 
contextualizing information in a more playful way, see D6.3. 
 
During the second year, a first functional version of a working text analysis module has 
been put in place by enriching and evolving the preliminary version established during 
the first year, and described in D4.1. The main focus has been on improving the text 
analysis results by cross-tool and cross-modal enhancements and by incorporating 
linguistic resources and world knowledge in novel ways. In particular, the normalization 
of ASR-ed text has cross-modal implications. ASR text normalization is often a 
precondition for other text analysis components to apply properly and thus leads to 
considerable information gain. 
 
In summary, during year 2 the following improvements have been achieved: 
 
In Named Entity Recognition and Disambiguation, precision and recall of Named 
Entity Linking have been optimized by combining DBpedia Spotlight’s own confidence 
threshold, Named Entity Recognition information, type of the Named Entity, and 
relative sizes of the entity recognized by Stanford NER and DBPedia Spotlight. Different 
settings have been optimized for news text and tweets, and implementation has been 
extended to the 4 languages; see section 3. 
 
In Enhancement and Enrichment of Keyphrases, keyphrase extraction with KEA 
has been enhanced with several additional features. Besides defining lexical and 
morpho-syntactic filters as proposed by [Hulth 2003], KEA ouput has been enriched 
with additional keyphrases. The enrichment has been inspired by the manually 
encoded keyphrases found in the EUMSSI corpus. These additional keyphrases fall into 
two major groups: 1. Nominal expressions are preferred, hence e.g. adjectival and 
verbal expressions are replaced by nominal expressions. 2. More general terms are 
added, this can be split into several subcases: a. Names of countries or broader 
regions are added to city names. b. Long forms are added to abbreviations and vice 
versa. The enrichments have been modelled by using word relations which have been 
established by vector arithmetics on continuous vector space models for words and 
phrases as provided by the word2vec tool [Mikolov et al. 2013]. The enhancement 
leads to improved precision and recall when using the manually-annotated keywords as 
evaluation data; see section 4. 
 
In Relation Extraction the focus has been on one relation that is of particular 
interest for journalists, namely the relation between quotes and opinion holders. Here 
a quoteFinder tool has been developed that makes use of the Stanford 
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QuoteAnnotator. For extraction of general relations, KEA phrases that contain verb 
forms are used as provisional system, see section 5. 
 
For Topic Detection, LDA topic models have been trained for English that distinguish 
several topics such as Communication, Transportation, Economy, Energy and Sports. 
However, it has turned out to be difficult to train the same topics for the other 
languages, probably due to thematic and size differences between the corpora of the 
different EUMSSI languages. For the time being, topic detection is not yet integrated 
into the prototype; see section 6.  
 
The implementation of Sentiment Analysis has been enriched by merging different 
polarity dictionaries and including quantifiers and negation in the detection of opinion. 
Implementation has been extended to the 4 languages. A module for detecting the 
target of the polarity has also been implemented, and will be integrated with quote 
detection; see section 7. 
 
The output of ASR, an important text type in the EUMSSI multimodal platform has 
been enhanced and normalized in two ways: on one hand, by inserting sentence 
punctuation and true casing, and on the other, by normalizing incorrectly transcribed 
names. To deal with ASR True Casing, Punctuation Insertion and Sentence 
Segmentation strategies from Statistical Machine Translation are being used, by 
converting ASR-ed text into normalized text, with very competitive results; see section 
8.  
 
Normalization of ASR-ed Named Entities based on Named Entity 
Descriptions improves name recognition in the output of ASR. A normalisation 
module has been developed that annotates corrections of incorrectly transcribed 
names and adds name annotations to definite name descriptions. The module makes 
use of the fact that news broadcasts adhere to the best practice of mentioning the 
function or office title of important people in the immediate vicinity of the name, thus 
the properly recognized office title or function serves to detect ill-recognized names. An 
example with an ill-recognised name is “un secretary banking moon”. Here the list of 
office holders of the office title ‘un secretary general’ serves as basis for determining 
the intended name, i.e. “Ban-Ki Moon” as the correct transcription. It turns out that in 
more than half of the cases the newly assigned name has not been otherwise 
recognized in the ASR output thus leading to a considerable information gain. Definite 
name descriptions such as “the un secretary general” offer another opportunity to 
enrich name annotations. In some broadcasts definite name descriptions are used to 
refer to particular entities without mentioning the respective name. Here the name is 
determined by looking up the name of the office holder at the publication date of the 
broadcast. Again, there is a considerable information gain since the name is not 
otherwise recognized in the text. The mapping from name descriptions and time spans 
to names can be extracted from Wikipedia lists, but also from regular text news, see 
section 9. 
 
Evaluation being of uttermost importance, a Groundtruth for Evaluating Cross-
Modal Interactions is in the process of being collected and annotated with the 
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purpose of evaluating multimodal interactions, such as Named Entity Linking and 
Sentiment Analysis on ASR and OCR output; see section 10. 
 
The current status of the integration into the UIMA platform is reported in the 
Conclusions section; see section 11. 
  



                                        
 
 

EUMSSI_D4.3 First functional version of the text analysis component 
  10 

3. NAMED ENTITY RECOGNITION AND DISAMBIGUATION 

 
Correctly identifying and extracting Named Entities from multimodal sources is a 
central part of event understanding: the WHO (persons and organisations) and the 
WHERE (locations). The most visually appealing devices in the toolbox demonstrator of 
the EUMSSI platform1 are able to show clouds, graphs or maps, conveying the 
information to the user in a synthetic way, thanks to the Named Entities extracted from 
the multimedia documents. For more details see D6.2. 
 
The People tab in the toolbox demonstrator shows Named Entities (of type person) 
related to the user’s query, in this case “refugee crisis”: 
 
 

 
 

Figure 1: Person thumbnail cloud filtered by the term "refugee crisis" 

 
 
The Word Cloud tab is configurable to visualize different types of information. 
Following the example query above (refugee crisis), Figure 2: Named Entity cloud 
filtered by the term "refugee crisis"Figure 2 shows a word cloud of relevant Named 
Entities, this time including persons, organisations and locations. 
 

                                           
 
1 See http://demo.eumssi.eu/demo/ 

http://demo.eumssi.eu/demo/
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Figure 2: Named Entity cloud filtered by the term "refugee crisis" 

 
 
The Map tab visualizes NER locations which are relevant to the filtered search. Figure 
3 shows which countries in the world are related to the query in our example. 
 
 

 
 

Figure 3: World map filtered by the term "refugee crisis" 
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3.1. From Named Entity Recognition (NER) to Named Entity Linking 
(NEL) 

Named Entity Recognition and Classification is a classical Natural Language 
Processing task that has been part of Information Extraction systems from the 
beginning. It aims at detecting certain linguistic elements in text, and further 
classifying them into pre-defined types or categories, most commonly: persons, 
organizations, locations and others. Typically these linguistic elements are proper 
names, often spanning more than one word. Examples of Named Entities are: François 
Hollande, UN Security Council, EU, Lebanon, etc. 
Thanks to the expansion of the Semantic Web, a new task has emerged: Named 
Entity Linking, also known as Named Entity Disambiguation. This is a task that 
distinguishes itself from NER in that, instead of classifying the detected entities into a 
limited type set, identifies their actual reference by linking them to their corresponding 
page in Wikipedia, which acts as a convenient repository of entity references. 
NEL provides the following benefits over plain NER 
 

 the entity is effectively disambiguated to a unique referent in the outside world; 
 due to Wikipedia’s rich structured content, as mirrored by the DBpedia 

ontology, the entity can be semantically typed, not only with tag “person” (as in 
NER) but  using the full machinery of the FOAF ontology, able to describe 
persons, their activities, and their relations to other people and objects. In the 
same way, locations can be defined as countries, regions, cities, etc. 

 the Wikipedia URL allows linking the detected entity to the whole Linked Data 
cloud and the Semantic Web. 

  
Conventional approaches to the NERC task have had to handle the problem of a unique 
Named Entity having several textual instantiations, such as e.g. Assad, or Bashar al-
Assad. However, NERC is unable to handle a different problem, namely having unique 
textual instantiations referring to different concrete referents in the outside world, as 
illustrated in the following sentences, taken from Wikipedia: 
 

1. General Michael Jackson was a captain in the American Revolutionary War. 
2. In his NBA career, Michael Jackson played in 89 games and scored a total of 

188 points and 198 assists. 
3. Called the King of Pop, Michael Jackson’s contributions to music and dance, 

along with his publicized personal life, made him a global figure in popular 
culture for over four decades. 

 
A standard NER analysis tool, such as the Stanford NER gives the following result: 
 

1. General Michael Jackson [PERSON] was a captain in the American 
Revolutionary War. 

2. In his NBA [ORGANISATION] career, Michael Jackson [PERSON] played 
in 89 games and scored a total of 188 points and 198 assists. 
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3. Called the King of Pop, Michael Jackson [PERSON] s contributions to music 
and dance, along with his publicized personal life, made him a global figure in 
popular culture for over four decades. 

 
Thus, within the NER framework, we have no way of distinguishing the Michael 
Jackson singer, from the soldier, from the basketball player. NEL should be able to 
deliver this benefit too. 
Thus, an ideal the result  of analysing the above sentences with a NEL tool, should look 
like this: 
 

1. General <ENTITY url="http://en.wikipedia.org/wiki/ 
Michael_Jackson_(American_Revolution)">Michael Jackson</ENTITY> was a 
captain in the American Revolutionary War. 

2. In his <ENTITY url="http://en.wikipedia.org/wiki/ 
National_Basketball_Association”>NBA</ENTITY> career, <ENTITY 
url="http://en.wikipedia.org/wiki/ Michael_Jackson_(basketball)">Michael 
Jackson </ENTITY> played in 89 games and scored a total of 188 points and 
198 assists. 

3. Called the King of Pop, <ENTITY url="http://en.wikipedia.org/wiki/ 
Michael_Jackson">Michael Jackson </ENTITY> s contributions to music and 
dance, along with his publicized personal life, made him a global figure in 
popular culture for over four decades. 

 

3.2. Using NER to improve NEL 

3.2.1. Tools for NER and NEL within EUMSSI 

DBPedia Spotlight is an Open source project developing a system for automatic 
annotation of DBpedia entities in text, which we have integrated in the EUMSSI 
platform to perform Named Entity Linking. As described in (Daiber et al, 2013) the 
main phrase spotting algorithm is exact string matching, using the LingPipe toolkit, 
while the disambiguation algorithm is based on cosine similarities and a modification of 
TF-IDF weights of the context. For NER we are using the well-known Stanford Named 
Entity Recognizer2. 
Our first tests with DBPedia Spotlight, as explained in D.4.1. showed high recall but 
low precision.  On the other hand, (Rizzo et al, 2014) show that Stanford NER has high 
precision and recall. Within the EUMSSI project, we have experimented with combining 
both tools.  
As an evaluation framework, we have used two annotated datasets, one for each text 
type: 

 The Aida-Yago corpus for news text type (Hoffart et al, 2011) 
 The #Microposts2014 dataset for tweets (Basave et al, 2014) 

 
 
 

                                           
 
2http://nlp.stanford.edu/software/CRF-NER.shtml   

http://nlp.stanford.edu/software/CRF-NER.shtml
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3.2.2. Re-ranking Spotlight results with Stanford NER 

Since DBPedia Spotlight provides a ranked list of candidates, we can think of two 
possible uses of NER in combination with Spotlight: 

 Filter out Spotlight candidates that are not a NE, to improve precision of 
detection 

 Re-rank Spotlight candidates according to the category of NE 
(person/organisation/location). Only useful to help with cross-categorial 
ambiguities, but not intra-categorial. 

 
In the following example, we are looking at the U.S. entity: 
 

The U.S. followed with a 24.6 percent share. 
 

 Stanford NER annotates it as a LOCATION. 
 DBPedia Spotlight provides this ranked list of candidate annotations, with their 

probabilities. The good one is in second place, quite far from the first 
candidate: 
 

United_States_dollar (0.9837532875379671) 
United_States  (0.01624459511090932) 
Federal_government_of_the_United_States (1.7798184373086333E-6) 
United_States_Navy (1.8456930147039302E-7) 
United_States_Armed_Forces (1.1228765997832624E-7) 
United_States_Army (4.063869829900572E-8) 
United_States_men's_national_soccer_team (1.7193261895176936E-11) 
United_States_Reports (2.1759491592751987E-14) 
Fauna_of_the_United_States (4.436359403913059E-22) 

 
By using the combined information (i.e. NER has identified it as a LOCATION), we are 
able to boost the good candidate to the first place, i.e. United_States.  
The re-ranking heuristics is simple: the entity type provided by Spotlight (dbtype= 
PLACE) and the one provided by Stanford (nertype=LOCATION) of the top ranked 
candidate are compared. If they are compatible (e.g. place and location) re-rank does 
not happen; otherwise we look for the next candidate successively. If none matches, 
the highest ranked one with an empty dbtype is chosen. If the entity has not been 
identified by Stanford, the highest ranked is kept (i.e. no filtering takes place). 
 Note that, due to incompleteness of the source Wikipedia, dbtype may be empty. 
 

3.2.3. Evaluation of experiments with NER-based re-ranking  

We have tested different re-ranking strategies in the two evaluation datasets: the Aida-
Yago news corpus and the #Microposts2014 tweets corpus. Table 1 shows some of the 
results we obtained. The first row shows the precision and recall attained by 
DBSpotlight, with no confidence threshold specified. In this baseline case, precision is 
lowest and recall is highest. 
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Combination Precision in 
Detection 

Recall in 
Detection 

F-measure in 
Detection 

Accuracy in 
Classification 
of Detected 
Items 

DBSpotlight 0.2546 0.7477 0.3799 0.7272 

DBSpotlight 
(c > 0.9) 

0.3002 0.6871 0.4178 0.7639 

Re-ranked 
DBSpotlight 

0.2546 0.7477 0.3799 0.6979 

Re-ranked 
DBSpotlight 
(c > 0.9) 

0.3140 0.7342 0.4399 0.7369 

Table 1: Results of re-ranking on the Aida-Yago (news) dataset 

 
The other rows combine a confidence threshold of 0.93 with the re-ranking heuristics 
explained above. The best F-measure (0.4399) in detection is attained with c>0.9 and 
re-ranking. However the most remarkable result here appears in the third row: re-
ranking is actually detrimental to accuracy in classification, while not improving 
precision and recall in detection. The following example illustrates what is actually 
happening: 
 

Following are highlights of the midday briefing by the European Commission on 
Wednesday. 

 
 Stanford NER correctly annotates European Commission  as 

ORGANISATION. 

 DBPedia Spotlight provides this ranked list of candidate annotations, with their 
probabilities. 

European_Comission (0.9999999995178541) 
ECHO_(European_Commission) (4.532487558872544E-10) 
Barroso_Commission (6.689508820986744E-21) 
Directorate-
General_for_Education_and_Culture_(European_Commission) 
(1.9533030489271525E-22) 
European_Atomic_Energy_Community (2.8913626187425216E-11) 
Internationalization_of_the_Danube_River (5.449914081431767E-27) 
European_Commissioner_for_Energy (4.627817959997166E-26) 
EuropeAid_Development_and_Cooperation (5.7615592731035274E-24) 

 
The good one is, correctly, the first one, but, unfortunately, its dbtype is empty, so the 
re-ranking strategy incorrectly picks the first one with a dbtype compatible with 
ORGANISATION (the one in bold). 

                                           
 
3 A confidence of 0.9 was chosen after experimenting with several threshold values in the Aida-

Yago news corpus. 
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As it turns out, dbtype is often empty, thereby falsifying the intended enhancement. 
Since we have no control over this feature, we opt by dropping re-ranking as an 
strategy to improve results. 
 

3.2.4. Evaluation of experiments with NER-based filtering on news 
text 

Given that the inconsistency of dbtype encoding disallows us from enhancing Spotlight 
results based on re-ranking, we experiment with filtering based on other parameters: 

 Spotlight own confidence threshold 
 the fact that a given Spotlight entity has also been identified as such by 

Stanford 

 the value of nertype 
 size of the NER not larger than the NEL 

 
The last parameter may be relevant in cases where entities without a Wikipedia link 
are misidentified by Spotlight. Example: Cornelia Haring [PERSON], analyzed by 
Spotlight as two wrong NELs: 

Cornelia http://en.wikipedia.org/wiki/Cornelia_Cinna_minor  
Haring http://en.wikipedia.org/wiki/Keith_Haring 

 
 

Combination Precision in 
Detection 

Recall in 
Detection 

F-measure in 
Detection 

Accuracy in 
Classification 
of Detected 
Items 

DBSpotlight 
(c > 0.9) 

0.3002 
0.6871 

0.4178 0.7639 

Filtered 
DBSpotlight 

0.9659 0.5906 0.7331 0.7809 

Table 2: Results of filtering on the Aida-Yago (news) dataset 

 
The final combination of filtering parameters is shown in Figure 4: 
 
 
 
 
 

Figure 4: News settings for NER-based filtered NEL 

 
Precision rises dramatically for filtered results, and importantly without a great loss in 
recall.  
 

3.2.5. Experiments on the tweet corpus 

We then applied to the #Microposts2014 tweet dataset our observations on the Aida-
Yago news corpus and realized that the results in detection degraded a lot, particularly 
with regard to recall (Table 3, first row). Clearly, the confidence threshold (which had 

(!nertype.equals("PERSON") && confidence > 0.9) || (nertype.equals("PERSON") 
&& size_ne <= sizedb && confidence > 0.6) 
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been found best for news) was too high for tweets, combined with the NER filtering, so 
we experimented with other values and found a local optimum in 0.35 (results in 
second row), although the recall is still very low. We have tried to boost recall a little 
by combining the confidence and the condition of having been identified by NER 
(Figure 5). It is still quite low, however, as often happens in real-world environments, 
false negatives (missed hits) are always preferable to false positives, which may make 
the application too noisy. So, we find that we need two different settings for the two 
types of text addressed by the EUMSSI project, which fits well into our implementation, 
since we already foresaw separate pipelines for each. 
Below we show the parameter combination for tweets: 
 
 
 

Figure 5: Tweets settings for NER-based filtered NEL 

 
  

Combination Precision in 
Detection 

Recall in 
Detection 

F-measure in 
Detection 

Accuracy in 
Classification 
of Detected 
Items 

Filtered 
DBSpotlight 
(news 
settings) 

0.8732 0.1918 0,3145 0.90 

Filtered 
DBSpotlight 
(tweet 
settings) 

0.8449 0.275 0.4149 0.8445 

Table 3: Results of re-ranking on the #Microposts2014 tweet dataset 

 
 

3.2.6. NEL on OCR-ed output 

OCR documents characteristically have very little context, which makes disambiguation 
more difficult, however it still can happen as shown in the following real example: 
 
The name “Peter Wilson” appears in an OCR document, which also contains some 
musical references, namely “Green Music Initiative Founder“, “Jens Galschiot|R Danish 
Artist”. When the document is analysed, NEL ranked results correctly predict that that 
“Peter Wilson” in particular refers to the musician “Duke_Special”, as shown below: 

(confidence > 0.9 || !nertype.equals("") && confidence > 0.0.35) 
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Peter Wilson  Duke_Special 0.9999999956114323 
Peter Wilson  Peter_Wilson_(sport_shooter)
 4.0395231400227306E-9 
Peter Wilson  Peter_Wilson_(Canadian_football)
 1.9883064083135566E-15 
Peter Wilson  Peter_Wilson_(record_producer) 3.97661281662712E-
15 
Peter Wilson  Peter_Wilson_(writer) 1.9883064083135566E-15 
Peter Wilson  Peter_Wilson_(sportswriter) 1.9883064083135566E-15 
Peter Wilson  Peter_Wilson_(actor) 1.9883064083135566E-15 
Peter Wilson  Peter_Wilson_(Australian_rules_footballer)
 6.239854188721958E-11 
Peter Wilson  Peter_Wilson_(Inventor) 1.7894757674821925E-14 
Peter Wilson  Peter_Wilson_(Australian_footballer)
 2.8660209860662643E-10 

 
In contrast, when the string ”Peter Wilson” is analysed in isolation, the candidate 
musician gets ranked third: 
 

Peter Wilson  Peter_Wilson_(sport_shooter) 0.6789879480723993 
Peter Wilson  Peter_Wilson_(Australian_footballer)
 0.2547765071619004 
Peter Wilson  Duke_Special 0.010739488816971385 
Peter Wilson  Peter_Wilson_(record_producer) 3.53503176941513E-
6 
Peter Wilson  Peter_Wilson_(sportswriter) 1.7675158847075618E-6 
Peter Wilson  Peter_Wilson_(Canadian_football)
 1.7675158847075618E-6 
Peter Wilson  Peter_Wilson_(actor) 1.7675158847075618E-6 
Peter Wilson  Peter_Wilson_(writer) 1.7675158847075618E-6 
Peter Wilson  Peter_Wilson_(Inventor) 1.5907642962368092E-5 
Peter Wilson  Peter_Wilson_(Australian_rules_footballer)
 0.055469525978038677 
 

3.2.7. Temporal expression extraction 

In the EUMSSI context, dates and times are important for anchoring events on a time 
line. The HeidelTime tool4 [Strötgen et al 2013] for detecting temporal expressions and 
normalizing them according to the TIMEX3 annotation standard has been integrated 
into an UIMA test pipeline. 
The IntervalTagger provided by Heideltime turned out to be unstable. Therefore it was 
necessary to include an additional external POS Tagger, namely the 
TreeTaggerWrapper. Furthermore the Heideltime UIMA AnalysisEngine needs different 
POS Annotations than the other DKPRO AnalysisEngines. Thus, different tools need 

                                           
 
4 https://code.google.com/p/heideltime/ 

https://code.google.com/p/heideltime/
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different POS taggers: Heideltime depends on the TreeTagger, while for other 
processes the POS tagger in Stanford NLP package version 2 is used. 
 

3.2.8. Further work 

We need to work more on text coming from ASR and OCR, because it is possible that 
these text types too need a specific set of parameters. To be able to evaluate this 
properly, we need to have a groundtruth covering these types of text, and use them in 
the same way that we have used the #Microposts2014 and the Aida-Yago datasets to 
fine tune implementation.  
Since such a ground truth is not yet available, we are in the process of building one 
(see section 10). 
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4. ENHANCEMENT AND ENRICHMENT OF KEYPHRASES 

 
Keyphrases help answering questions about the WHO, WHAT and WHERE and also 
give hints at the WHY. In the contextualization tool, they are used by the Word Cloud 
widget and the Word Graph widget, see D6.2.  

As way of example,  

Figure 7 shows the keyphrases found for the term ‘refugee crisis’ ranked by relevance 
(the bigger the font, the more relevant): 
 
 

 
Figure 6: Word Cloud for Keywords filtered by the term "refugee crisis" 

 
 
A similar widget is Word Graph, that indicates, not only how relevant is a given key-
phrase but also with which other keyphrases it is linked through co-occurrence in the 
same texts. 
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Figure 7: Word Graph for Keywords filtered by the term "refugee crisis" 

 
 

4.1. Keyphrase enhancement and enrichment patterns 

When studying the manual keyphrase assignments found in the EUMSSI dataset, it has 
been noticed that professionals from the news broadcasting field consider it valuable to 
enhance and enrich keyphrases with expressions that generalize beyond what is found 
in the text. So besides stylistically enhancing and normalizing keyphrases by replacing 
verbal and adjectival expressions with nominal expressions, keyphrases are also 
enriched by adding more general terms. For example, broader region and country 
specifications are added to the locations mentioned in the text, e.g Misrata is enriched 
with Libya and Bosnia is enriched with Balkans. Since such enhancements and 
enrichments are also valuable for the information gathering and inferencing strategies 
used in the EUMSSI applications, we have developed devices they automatically 
generate keyphrase enhancement and enrichment and thus extend keyphrase 
extraction as provided by the KEA tool [Witten et al 1999].  
 
Automatic keyphrase generation tools such as KEA (Witten et al 1999), textRank 
(Mihalcea & Tarau 2004) or LDA topic models (Blei et al 2003) generate keyphrases 
that are closely related to expressions found in the text, i.e. the automatically 
generated keyphrases are at most morphological or word-order variations of 
expressions found in the text. The same holds for evaluation data sets such as the 
Inspec test set, the DUC-2001 dataset and the SemEval-2010 test set. They specify 
keyphrases that are at most morphological variants of expressions found in the text or 
some word order variations such as “quality of service” - “service quality”.  
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The EUMSSI project uses a news corpus collected from various news sources such as 
Deutsche Welle (DW) and The Guardian. Some of these documents are manually 
annotated by the author or by someone else from the news agency. So the 
annotations are not meant as gold standard for scientific research but for internal use. 
There is no attempt to consistently mark key phrases according to any pre-specified 
criteria. However, they exhibit interesting properties such as keyphrase enhancement 
and enrichment which are also useful for the EUMSSI applications. In a randomly 
chosen sample of 389 documents (194 for training and developing and 195 for 
validation), 72% of the documents are assigned keyphrases that cannot be found in 
the text. 24% of the keyphrases in the validation set and 18% in the development set 
are not part of the text (as variant of the stemmed forms). In the validation set 141 
out of 195 documents are annotated with keyphrases that are not in the text, in the 
development set 141 out of 194 documents are annotated with keyphrases that are 
not found in the text. With an average of 7,5 keyphrases per text, an average of 1,37 
(development) and 1,76 (validation) keyphrases are not present in the text.5 
In the development set, the additional keyphrases are related to expressions in the 
text in several ways. There are two main patterns: Nominal expressions are preferred, 
therefore non-nominal keyphrases are replaced by their nominal counterpart. 
Furthermore, terms that generalize beyond the expressions found in the text are 
added. Here several subpatterns can be distinguished. Broader geographical names 
such as countries and regions are added, long forms of abbreviations are added and 
also reversely, abbreviations are added to long forms. And also, more general terms 
that characterize the domain/topic of the text are added. These patterns are 
exemplified by the following examples: 

                                           
 
5 The development and validation set has originally been set up for training and evaluating KEA 

models. 
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1. Adjectival keyphrases are replaced by their nominal counterpart.6 

i. Syrian -> Syria 
ii. diplomatic -> diplomacy 

2. Verbal keyphrases are replaced by their nominal counterpart. 
i. privatize – privatization 
ii. win - victory 

3. The names of countries are added to city names 
i. Berlin -> Germany 
ii. Misrata -> Libya 

4. The names of larger regions are added to country names. 
i. Bosnia -> Balkans 
ii. Palestine -> Middle East 

5. Long forms are added to abbreviations 
i. EU - European Union 
ii. ESA - European space agency 

6. Abbreviations are added to long forms: 
i. European Union –> EU 
ii. United Nations -> UN 

7. More general terms that describe the topic/domain are added: 
i. cost, discount – business 

 

4.2. Using vector arithmetic for generation of word relations 

The enrichment patterns found in the EUMSSI data are modelled with the help of word 
relations that reflect the respective mapping, i.e. Syrian – Syria or Paris - France. To 
generate these word relations, vector arithmetic on vector space word representations 
(Mikolov et al 2013) provided by the word2vec tool (genism implementation, Řehůřek 
et al 2010)7 has been used in combination with other resources such as tagged 
token/lemma tables and named entity lists. 
 
Using vector space representations for deriving word relation pairs instead of using 
word-form based algorithms has the advantage that relations between morphologically 
unrelated words such as win – victory or Dutch – Netherlands are detected. 
 
(Mikolov et al, 2013) show that word-analogy tasks such as man is to woman is as king 
to x where an appropriate instantiation of x is queen can be solved by simple vector 
arithmetic on vector space representations of words when trained with recursive neural 
networks (RNN) on large corpora. The word vectors capture both morpho-syntactic 
relations such as the past tense relation capture- captured = go - went and semantic 
and knowledge-based relations such as the capital – country relation as in Paris-France 
= Berlin – Germany. Mikolov et al 2013 show that relations between words are 
reflected by the offsets between their vector embeddings, thus in the relational 

                                           
 
6 DBpediaSpotlight also provides country links for nationality adjectives. 
7 https://radimrehurek.com/gensim/models/word2vec.html 
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analogy a* - a = b* - b the hidden b* can be determined by finding the vector that is 
most similar to a* - a + b. Thus the analogy question can be solved by optimizing:8 
 
 arg max(sim(b*,a* - a +b)) 
    b* ϵ V 
where V is the vocabulary excluding the question words a*, a and b and sim is a 
similarity measure.  
 
The genism tool provides an implementation of Mikolov’s analogy-task solution paired 
with two variants on how to compute cosine similarity. Additive combination of cosine 
similarity (COS-ADD) as originally proposed by Mikolov et al 2013 is complemented 
with multiplicative combination of cosine similarity (COS-MUL) as proposed by Levy & 
Goldberg (2014), for details see Levy & Goldberg (2014).  
As [Levy&Goldberg 2014] point out, COS-ADD exhibits a ‘soft-or’ behavior and allows 
one sufficiently large term to dominate the expression. The definition of COS-ADD is: 
 
 Arg max (cos(b*,b) – cos (b*,a) + cos (b*,a*)) 
     b* ϵ V 

 
COS-MUL on the other hand amplifies the differences between small quantities and 
reduces the differences between larger ones, as Levy & Goldberg point out. The 
definition of COS-MUL is:  
 
 arg max     cos (b*,b) cos(b*,a) 
     b* ϵ V  cos(b*,a) + ε 
 
Since Levy & Goldberg 2014 claim that COS-MUL yields better results particularly when 
dealing with distant relations such as London is to England as Baghdad  is to x where x 
is Iraq, and since such geographically distant relations are relevant for keyphrase 
enrichment, both versions of cosine similarity have been explored using the Google 
test set. Google has released a test set containing 20.000 syntactic and semantic test 
examples following the “A is to B as C is to D” task9. The word relations range from 
world-knowledge based relations such as the capital-common-countries relation as in in 
Athens - Greece  = Baghdad - Iraq to morpho-syntactic relations such as singular-
plural relations. All word relations in the google test set are in lower case. In order to 
compare the two versions of cosine similarity, word vectors trained on the text8 
corpus10 have been used rather than word vectors trained on the larger Google corpus 
because the text8 corpus is normalized to lower case as the is the case for the Google 
test set. The word vectors trained on the Google corpus are not lower cased. Levy & 
Goldberg use yet another corpus based on Wikipedia for evaluation. 
 

                                           
 
8 taken from Levy&Goldberg 2014. 
9 http://word2vec.googlecode.com/svn/trunk/questions-words.txt 
10 Text8 is a ‘clean’ and lower-cased version of the first 109 bytes of the English Wikipedia dump 
on Mar. 3, 2006. http://download.wikipedia.org/enwiki/20060303/enwiki-20060303-pages-

articles.xml.bz2. For the text8 corpus see: http://mattmahoney.net/dc/textdata.html 

http://download.wikipedia.org/enwiki/20060303/enwiki-20060303-pages-articles.xml.bz2
http://download.wikipedia.org/enwiki/20060303/enwiki-20060303-pages-articles.xml.bz2
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4.2.1. Using majority-votes to improve analogy task solutions 

Unlike in Levy & Goldberg’s experiments, COS-MUL yields slightly worse results than 
COS-ADD when using the vector space model trained on text8 corpus: 50.9% (COS-
MUL) versus 55.4% (COS-ADD). Another interesting observation is that the results 
improve considerably if a majority-votes principle11 is applied which determines the 
most frequent solution to a given relation pair from the set of all solutions for the 
particular relation pair. And here, the majority-votes solution based on COS-MUL is 
slightly better than the one based on COS-ADD: 72.3% (COS-MUL) versus 70.0% 
(COS-ADD). 
 

Relation (Google test set) COS-ADD COS-ADD 
majority 
votes 

COS-MUL COS-MUL 
majority 
votes 

capital-common-countries 82.0% 95.7% 78.5% 95.7% 

capital-world 63.3% 77.3% 57.7% 81.8% 

Currency 24.3% 47.1% 23.9% 47.1% 

city-in-state 51.6% 67.9% 45.7% 69.8% 

Family 76.8% 83.3% 74.2% 83.3% 

gram1-adjective-to-adverb 19.3% 39.3% 15.5% 46.4% 

gram2-opposite 23.2% 38.9% 15.4% 33.3% 

gram3-comparative 65.3% 80.6% 62.4% 80.6% 

gram4-superlative 38.3% 47.8% 41.5% 56.5% 

gram5-present-participle 43.4% 62.5% 34.9% 68.8% 

gram6-nationality-adjective 88.7% 100.0% 86.7% 100.0% 

gram7-past-tense 42.9% 62.2% 37.3% 62.2% 

gram8-plural 66.3% 84.4% 58.9% 84.4% 

gram9-plural-verbs 37.1% 57.7% 34.8% 61.5% 

Total 55.4% 70.0% 50.9% 72.3% 
Table 4: Analogy task results with COS-ADD, COS-MUL and majority-votes 

 
The lesson to be taken from this experiment is that analogy-task results can be 
improved if several analogy pairs are taken when determining word relations. 
 

4.2.2. Generating word relations for keyphrase enhancement and 
enrichment 

For generating word relations for keyphrase enrichment, pre-trained vector space 
representations trained on part of Google News dataset (about 100 billion words) have 
been used. The model contains 300-dimensional vectors for 3 million words and 
phrases.12 The Google News model is larger than the text8 corpus model and the 

                                           
 
11 Strictly speaking it is not a majority-votes but a plurality-votes principle, since the most 

frequent solution can be out-numbered by a large number of more infrequently occurring 
solutions. 
12 GoogleNews-vectors-negative300.bin.gz is available at https://code.google.com/p/word2vec/ 

https://drive.google.com/file/d/0B7XkCwpI5KDYNlNUTTlSS21pQmM/edit?usp=sharing
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words are not case-normalized and most importantly, the model also contains vector 
representations for phrases such as United_States or Los_Angeles.  
 
Since there is no easy way to elicit a list of adjectives or verbs or nouns from 
continuous vector space representations of words, additional POS-tagged word 
frequency lists13 have been used to set up the word analogy tasks for morpho-syntactic 
relations such as adjective – noun relations or verb – noun relations thus enlarging the 
set beyond the cases found in the Google test set.  
For the adjective – noun analogy task a list of 37.000 tokens that are predominantly 
tagged as adjectives in the POS tagged frequency word tables has been used. The 
analogy task has been set up with the analogy pair German - Germany. 14 
 
For the verb - noun analogy task a list of 9.700 words predominantly tagged as verb 
has been taken and several analogy pairs such as normalize - normalization, achieve - 
achievement, explain - explanation, cover - coverage, depart - departure, depend - 
dependency, thus covering several verbalization patterns and sematic fields. 
 
For the location-based relations a list of 20.000 named entities of the type LOCATION 
was taken from the EUMSSI database DBpedia Spotlight annotations. To determine 
city, region and country names turned out not to be an easy task. Since the NER 
annotation at this point in the EUMSSI project did not contain a sub-classification into 
the different subtypes of locations, the sub-classification was determined with the help 
of similarity tests on vector representations.  
 
The location names’ similarity to the terms continent, country, region, state, nation, 
city, town, village, mountain, river, ocean, airport, island, monument was used to 
determine the classification into city, country, region and other. 168 city names, and 
337 country/region names were determined. 
 
For the city – country relation the analogy pairs Japan – Tokyo, Italy – Milan, Germany 
– Berlin, Germany – Hannover, Turkey – Ankara, Turkey – Izmir were used. It turned 
out to be important to use not only the names of capitals as city names and to 
diversify geographically. 
 
For the country – region relation the analogy pairs Japan – Asia, Germany – Europe, 
Greece – Europe, Saxony – Germany, Massachusetts – United_States were used thus 
again geographical diversity was important as well as the use of different granularities, 
e.g. Germany is both country and region. 
 
For the abbreviation – long form relation the first step was to determine abbreviation 
candidates that are relevant in the news domain.15 On this behalf, a list of 43.000 

                                           
 
13 The POS tagged word frequency tables have been taken from a tagged web corpus of 5 

Million words which has been created in the PRESEMT project. 
14 Choosing only one analogy pair for the analogy test provided sufficient results, the idea with 

using several pairs came up later. 
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named entities of the type ORGANIZATION was taken from the EUMSSI database 
annotations. For organization names with less than five letters the analogy task was 
used to determine possible long forms which again needed to be part of the 
organization list. The analogies used were European_Union – EU and United_Nations – 
UN. A list of 104 abbreviation – long form relations (abb-long) was generated which is 
also used in reverse order as long form – abbreviation relation (long-abb).16 
Interestingly, manual annotators add both long forms to abbreviations and 
abbreviations to long forms thus providing maximum information with regard to 
abbreviations. Hence both enrichment patterns are active in the EUMSSI platform. 
 
If several analogy relations are used the most frequently chosen candidate is used, 
otherwise the candidate with the highest score. The resulting word relations are sorted 
according to the scores provided by the analogy task.  
 
For the adjective - noun relation (EnhanAdjNoun) a cut-off point has been determined 
below which the keyphrase replacement does not improve KEA scores. The cut off 
point is a score of 0.6 reducing a list of 1464 pairs (which all have a score higher 0.3) 
to a list of 343 pairs. The most frequently applied pair is European – Europe, followed 
by German – Germany and French – France, but there are also pairs that do not 
contain named entities such as constitutional – constitution and papal – pope or islamic 
- islam. 17 
The verb – noun relation (verb-noun) has not been optimized since using it did not 
lead to improvements in the development set. It contains 695 pairs.  
 
The city - country relation consists of 147 pairs.  
 
The country – region relation consists of 40 pairs. It does not improve scores 
considerably. One problem is that the manually assigned keyphrases do not contain 
continent specifications, probably because they are assumed to be known. Hence 
country – continent relations had to be taken out. Furthermore there is a bias towards 
Europe and Germany in the manually assigned keyphrases, meaning that European 
and German broader regions are less frequently assigned than other regions. 
Other types of enhancement and enrichment found in the development set such as 
synonym replacement and specific – general relations (hypernyms) have not been 
implemented. It was not possible to extract the relevant word relations from the vector 
space models. Experiments have been conducted to derive the specific – general 

                                                                                                                            
 
15 A list of upper cased 2-4 letter words taken from the web corpus did not contain a substantial 

number of relevant abbreviations. 
16 The abbreviation list based on NER.ORG does not contain any non-arganizational 

abbreviations such as PC – personal computer which is a deficiency. 
17 Manually correcting the list of 1464 pairs did not yield better keyphrase scores. Hence 

choosing a nationality – country pair such as German – Germany for the analogy task seems to 

have influenced the ranking in an appropriate way as well, i.e. nationality – country 
replacements seem to be the predominant case of improvement even though this is currently a 

hypothesis that has to be validated more. 
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relation from a word graph with similarity scores as arcs but these experiments were 
unsuccessful.18 
 

4.3. Optimizing keyphrase enhancement and enrichment 

KEA filters, enhancements and enrichments have been developed and optimized in two 
settings: In the first scenario a maximum of 50 keyphrases is generated for each text. 
The high number of keyphrases has been chosen to see the impact of the new devices 
on precision and recall without effects being diminished by low cut off points. In the 
second scenario the number of keyphrases is reduced to the number of keyphrases 
that the text has in the evaluation set. Given the low number of keyphrases assigned 
to some texts - 145 out of 195 texts have less than 10 keyphrases assigned -, some 
effects of the additional devices cannot be seen in this setting. In both settings, the 
keyphrase assignments of the KEA tool are taken as baseline relative to which the 
impact of the additional filters, enhancements and enrichments is computed.19 For the 
development set, keyphrases with a maximal phrase length of 2 yield the best baseline 
scores. 20 
In the 50 keyphrase setting, the enhancement and enrichment strategies yield an 
overall slight improvement in F-score from 13.76 (baseline) to 14.31. This is a small 
improvement, however, it has to be taken into account that only the 18% out-of-text 
keyphrases can be improved here. The largest improvement is achieved by the adj-
noun enhancement (13.76/13.97), followed by the city-country enrichment 
(13.76/13.94). Surprisingly, the long form to abbrev enrichment with (13.76/13.86) 
improves scores more than abbrev to long (13.76/13.79). The verb-noun enhancement 
does not improve scores in the development set.  
In the reducedKeyphrase setting, there is an overall improvement from 27.01 to 28.75 
F-score. City-country enrichment yields the highest improvement with (27.01/27.99). 
Otherwise the impact of the different enhancement and enrichment strategies is similar 
to the 50-keyphrase setting. 
 

                                           
 
18 The information gain has not been computed yet for keyphrase enrichment; this was not part 

of the evaluation routine. For enhancement/replacement the proportion of cases in which the 
replacement term is also in the keyphrase list and hence replacement leads to homogenisation 

versus the number of cases in which the replacement term is not in the list of keyphrases could 
be determined 
19 The filters, enhancements and enrichments are applied to the KEA output keyphrases. It was 
not viable to alter the internal keyphrase candidate algorithm. In any case, enhancement and 

enrichment features cannot be applied to keyphrase candidates because they add keyphrases 

that are not part of the text and therefore should not be subjected TFxIDF. 
20 In the validation set, a maximal phrase length of 4 yields the best baseline scores. Therefore 

for the validation set, the scores for max length 2 and max length 4 are reported. 
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Num 
of 
key 
Phr 

S
c
o
r 

Base 
line 

Adj-
Noun 

Verb- 
Noun 

City-
country 

Country
-region 

Abb-
Long 

Long-
Abb 

All 

50 
key 

P
R
F 

07.92 
52.38 
13.76 

08.05 
52.89 
13.97 

07.92 
52.35 
13.76 

08.01 
53.46 
13.94 

07.93 
52.59 
13.77 

07.93 
52.55 
13.79 

07.97 
52.96 
13.86 

08.22 
54.86 
14.31 

red 
Key 

P
R
F 

26.98 
27.04 
27.01 

27.73 
27.79 
27.76 

26.98 
27.04 
27.01 

27.96 
28.02 
27.99 

27.19 
27.26 
27.22 

27.02 
27.09 
27.05 

27.21 
27.28 
27.24 

28.72 
28.79 
28.75 

Table 5: Evaluation scores for keyphrases with enhancement and enrichment in the 
development set 

 

4.4. Lexical and morpho-syntactic filters for keyphrases 

Now let’s turn to the morpho-syntactic filters. Hulth (2003) shows that applying POS 
pattern constraints to keyphrase candidates improves evaluation scores. In this vein, 
several morpho-syntactic filters have been adopted. No detailed evaluation scores are 
reported here because the development environment and the UIMA pipeline use 
different versions of the morpho-syntactic constraints. The UIMA pipeline has access to 
POS tagging, whereas the development and evaluation environment does not have 
access to POS tags but uses string-based heuristics instead. To make the point that 
morpho-syntactic filters improve evaluation scores, the overall scores are reported 
here: In the 50-keyphrase scenario, there is an overall improvement (13.76/14.70). In 
the reduced keypwords scenario, the scores improve (27.01/27.58) which is a smaller 
improvement than in the 50 keyphrase setting. 
 

4.5. Combining morpho-syntactic filters and keyphrase 
enhancement/enrichment 

 
The following table shows the scores if morpho-syntactic and enhancement/enrichment 
devices are combined. In the 50-keyphrase scenario precision increases (13.76/15.34). 
In the reduced keyphrase scenario there is an overall improvement (27.01/29.49).  
 
 

Num 
of key 
phr 

Score Base 
line  

optimal 
enhance 
enrich 

morph 
syn 
filter 

ALL 

50 key Prec 
Recall  
F-score 

07.92 
52.38 
13.76 

08.22 
54.86 
14.31 

08.60 
50.35 
14.70 

08.97 
52.92 
15.34 

Red 
key  

Prec 
Recall  
F-score 

26.98 
27.04 
27.01 

28.72 
28.79 
28.75 

27.54 
27.61 
27.58 

29.45 
29.52 
29.49 

Table 6: Evaluations scores for development set 
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4.6. Evaluating keyphrase enhancement and enrichment 

After developing and optimizing enhancement, enrichment and morpho-syntactic filters 
by using the development set, the resulting devices have been applied to a held-out 
validation set. Here, the largest improvement is achieved by the city-country 
enrichment (16.06/16.27), followed by the Adj-Noun enhancement (16.06/16.11). The 
verb-noun enhancement also increases scores slightly(16.06/16.08), even though it 
has not lead to improvements in the development set. Country-region slightly 
decreases scores (16.06/16.04) and the abbrev-to-long and long-to-abbrev 
enrichments do not really improve scores (16.06/16.07).  
In the reduceKeywords setting, the scores have a similar distribution: Adj-Noun has 
the highest scores (35.20/35.53), followed by City-Country (35.20/35.50). Abb-long, 
long-abb and country-region decrease scores beyond the baseline.  
 
 

Nu
m 
key 
phr 

S
C
O
R
E 

Base 
line 

Adj- 
Noun 

Verb- 
Noun 

City-
Countr
y 

Country
-region 

Abb-
Long 

Long-
Abb 

L-A 
and 
A-L 

All  

50 
key 

P
R
F 

09.25 
60.74 
16.06 

09.28 
60.60 
16.11 

09.26 
60.81 
16.08 

09.37 
61.89 
16.27 

09.24 
60.78 
16.04 

09.26 
60.91 
16.07 

09.26 
60.90 
16.07 

09.26 
61.07 
16.09 

09.33 
61.57 
16.21 

Re
d 
key 

P
R
F 

35.19 
35.21 
35.20 

35.52 
35.57 
35.53 

35.26 
35.29 
35.27 

35.49 
35.51 
35.50 

34.37 
34.39 
34.38 

35.07 
35.10 
35.08 

35.06 
35.09 
35.07 

35.21 
35.23 
35.22 

34.93 
34.96 
34.94 

Table 7: Evaluation scores for keyphrases with enhancement and enrichment in the validation 
set 
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When combining all devices that improve scores to determine the optimal score, the 50 
keyphrases setting exhibits the unexpected behavior that the combined score of 
(16.06/16.24) is slightly worse than the score of best performing single device city-
country with (16.06/16.27). The reasons for this are not fully clear yet. In the reduced 
keyphrases setting the optimal score is achieved by combining the devices that 
improve scores as expected (35.20/35.59). 
 
 

Nu
m 
key 
phr 

S
C
O
R
E 

Base 
line 

City-
Country 

Adj- Noun 
Verb- Noun 
City-Country 
Abb-Long 
Long-Abb 

Adj- Noun 
Verb- Noun 
City-Country 

50 
key 

P
R
F 

09.25 
60.74 
16.06 

09.37 
61.89 
16.27 

09.35 
61.52 
16.24 

 

Re
d 
key 

P
R
F 

35.19 
35.21 
35.20 

35.49 
35.51 
35.50 

 35.57 
35.60 
35.59 

Table 8: Optiomal evaluation scores for keyphrases with enhancement and enrichment in the 
validation set 

 

4.7. Conclusion 

Even though not all positive results from the development set transfer to the validation 
set, some tendencies emerge across evaluation sets: The city-country enrichment 
strategy as well as the adj-noun enhancement strategy stick out as being successful in 
all evaluation scenarios. The other strategies such as verb-noun enhancement, 
country-region enrichment, abbrev-to-long enrichment and long-to-abbrev enrichment 
are less successful in all evaluation scenarios. Given the small margin of possible 
improvement and the quality of the evaluation data which most likely contains 
inconsistencies in keyword assignments, it is not surprising that there is only marginal 
to no improvement in some cases. Still, all strategies constitute useful enhancement 
and enrichment patterns in the EUMSSI applications. 
With regard to extracting word relations out of continuous vector space models we 
have shown that results are improved if the analogy task is combined with a majority-
votes principle.  
 

4.8. Impact for the project 

KEA keyphrase extraction has been improved with additional morpho-syntactic and 
lexical filters and several lexically-based enhancement and enrichment patterns. Adj-
noun replacements make keyphrases more homogeneous, they do not contain both 
adjectival and nominal form, e.g. they do not contain both ‘French’ and ‘France’ but 
only ‘France’. This homogenises word clouds which one are one of the main 
visualisation devices. Lexically based enrichment of keyphrases also complements 
event-based and ontology-based enrichment.  
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5. RELATION EXTRACTION 

 
Taking into account that journalists have a special interest in WHO said WHAT, a first 
version of a tool for detecting quote relations has been developed.  

5.1. QuoteFinder 

A preliminary version of a quoteFinder has been implemented. The Stanford 
quoteAnnotator21 that is part of the Stanford coreNLP package [Manning et al 2014] is 
used for quote annotation. As described on the website, the QuoteAnnotator can 
handle multi-line and cross-paragraph quotes, but any embedded quotes must be 
delimited by a different kind of quotation mark than its parents. An additional list of 
opinion verbs serves to determine the opinion relation and named entities serve as 
opinion holders. Currently, chunk patterns are used to determine the relation between 
quotes, opinion verbs and opinion holders. The following patterns are currently 
implemented: 
 

quote VP NP    example:  " ... " said IG metall boss Klaus Zwickel 

quote NP VP     example: " ... " Christian Democrats party leader Angela Merkel told 

NP VP quote    example:  IG metall boss Klaus Zwickel said " ... " 

where the nominal chunk NP contains a named entity that is the opinion holder and 
the verbal chunk VP contains an opinion verb that expresses the opinion relation.  
 
The quoteFinder is implemented for English in an UIMA test pipeline and will soon be 
integrated in the general platform. 
 
Next steps are: 

1. Evaluation of the quote relations found  
a. there seem to be some problems arising from incorrect chunking. 

2. Use more quote patterns, e.g. NP VP NP2 quote.  
3. Use patterns for nominal opinion expressions such as ‘release the statement “ 

…”’ 
4. Possibly extract indirect quotes as in ‘said that …’ 
5. Collecting opinion verbs for the other EUMSSI languages DE, ES, FR. 

 

5.2. General relation extraction and next steps 

For general relation extraction, a provisional relation extraction component has been 
integrated into the UIMA pipeline for English. KEA [Witten et al 1999] is used to extract 
multiword phrases. The ones that contain verb forms constitute (partial) relations.  
 

                                           
 
21 http://nlp.stanford.edu/software/corenlp.shtml 
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Next steps are: 
 

1. Explore other tools for relation extraction. 
2. Determine which relations are of particular interest for journalists. 
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6. TOPIC DETECTION 

 

6.1. LDA topic models 

The MALLET tool22 has been used to train an LDA topic model (Blei et al. 2003) for 
English with focus on distinguishing the following topics:  
 

1. Communication (internet, telecommunication, email,…) 
2. Crime (corruption, fraud, illegal,…) 
3. Culture (museum, film, cinema, dance,…) 
4. Dangerous (risk, toxic, contamination,…) 
5. Economy (trade, export, inflation, financial crisis,…) 
6. Education (school, university, illiterate,…) 
7. Energy (fracking, nuclear, wind, solar, coal,…) 
8. Health (medication, pharma, pandemy, vaccination,…) 
9. Science (physics, genetics, paleontology,…) 
10. Social life/social problems (family, children, gender, discrimination, human 

rights,…) 
11. Sports (soccer, skiing, league, olympics, championship,…) 
12. Transportation (traffic, road, aviation, bridge, tunnel, railway,…) 
13. War (terrorism, soldier, military, weapon, bomb,…) 

 
The terms in brackets have served as search terms for assembling the training corpus 
from the EUMSSI database. Training equivalent topic models for the other EUMSSI 
languages has proven not to be an easy task. In particular, translating the search 
terms into the other EUMSSI languages to derive similar training corpora has not 
worked. One reason might be that the corpora for the other EUMSSI languages are not 
of equivalent size and content. 
 

6.2. Topic detection in EUMSSI and next steps 

Topic detection was explored at the beginning of year 2, but has not been yet 
integrated in the prototype. The reason is that no direct application of topic detection 
has been identified so far in the demonstrator. 
 
However, this may change in the two use-case demonstrators being developed during 
the third year. Moreover, there may be interesting applications of topic identification 
for cross-metadata enrichment. For example, several entity candidates can be 
disambiguated according to the topic identified for a given text (e.g. among the 
Michael Jackson sportsman or the musician). 
 
More work therefore is expected to happen in this area during the third year of the 
project.  

                                           
 
22 McCallum, Andrew Kachites (2002). MALLET: A Machine Learning for Language Toolkit. 
http://mallet.cs.umass.edu 

http://mallet.cs.umass.edu/
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7. SENTIMENT ANALYSIS 

 
Sentiment analysis is currently only applied to tweets in the toolbox demonstrator. 
However, during the third year we plan to apply it to attributed quotations from ASR-
ed text and to quotes extracted from news text. We assume that regular news text 
(outside quotations) is factual by nature and therefore it is not expected to contain 
sentimentality or otherwise opinionated expressions.  
 
For journalists, or the user at large, it is not only important to find out what sentiment 
is expressed but also WHO is expressing the sentiment and WHAT the sentiment is 
about. To this end, the opinion holder and the opinion target are determined as well.  
The opinion holder of tweets and ASR-ed text is the author and speaker respectively, 
the opinion holder for quotes is determined by the quoteFinder, see section 5.1.  
 

7.1. Opinion Expression Polarity 

7.1.1. Introduction of Quantifiers and Negations 

In the preliminary implementation of Sentiment Analysis, we have started with 
dictionary-based polarity detection, with no regard for the syntactic context of the 
polar words. In this phase, we take into account this context by marking quantifiers 
and negations listed in an in-house dictionary. 
We take into account quantifiers and negations in the aggregate polarity calculation in 
the same way as Rodriguez-Penagos et al. (2013) (see also Deliverable D4.1 p46). 
Quantifiers are only used to distinguish sentiment words which act as quantifiers, such 
as pretty in pretty mad. The word pretty is both a positive polar word and a quantifier. 
We want its polarity to be positive in case it occurs in isolation, but less than one so 
that the sum with a following negative polar word (such as mad) be negative. On the 
contrary, the presence of negations may reverse the aggregate polarity of the 
segment.   
 and Table 10 show the effect of taking into account quantifiers and negations in the 
aggregate polarity calculation, respectively on the detection of opinionated tweets and 
on the polarity classification (positive or negative) of these opinionated tweets. 
 
We observe that negations and quantifiers have little impact on the detection of opinionated 

opinionated tweets (Table 9: Detection of opinionated tweets without taking into account 
(“Without”) and taking into account (“With”) negations and quantifiers 

). Taking negations into account allows an improvement of the classification of 
negative tweets, but at the cost of a worsening of the classification of positive ones 
(Table 10: Precision, Recall and F-measure for polarity classification without taking into 

account (“Without”) and taking into account (“With”) negations and quantifiers; POS and 

NEG refer to the positive and negative classes). 
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 Opinion Finder SenticNet LIWC 

 Without With Without With Without With 

Precision (%) 73.3 73.4 75.3 75.3 75.2 75.2 

Recall (%)     68.5 68.3 37.0 36.8 33.7 33.7 

F-measure (%) 70.9 70.8 49.6 49.4 46.5 46.5 
 

Table 9: Detection of opinionated tweets without taking into account (“Without”) and taking 

into account (“With”) negations and quantifiers 
 

 

  Opinion Finder SenticNet LIWC 

  Without With Without With Without With 

Precision (%) POS 76.6  74.7 91.3 88.1 57.0 57.0 

 NEG 50.2 52.6 26.0 31.9 65.5 65.5 

Recall (%)     POS 86.9 87.2 85.7 86.3 86.4 86.4 

 NEG 33.3 32.5 38.1 35.5 28.4 28.4 

F-measure (%) POS 81.5 80.4 88.4 87.2 68.7 68.6 

 NEG 40.0 40.2 30.9 33.6 39.6 39.6 
Table 10: Precision, Recall and F-measure for polarity classification without taking into 

account (“Without”) and taking into account (“With”) negations and quantifiers; POS and 
NEG refer to the positive and negative classes 

 

7.1.2. Merge of Polar Dictionaries 

Instead of using one single lexicon, we have experimented with merging annotations 
coming from three sentiment dictionaries (see Deliverable D4.1): Opinion Finder (OF), 
SenticNet and LIWC. The merge was performed in two different ways: 

 Backup: the entries of the second (and third) dictionaries were only used for 
words not present in the first (and second) dictionary. Thus the polarity of a 
word comes from only one dictionary. 

 Sum: the polarity of a word is the sum of polarities found in all dictionaries 
where this word appears. 

 
Results are shown in Table 11. In the “sum” merging approach, the order in which 
dictionaries are added does not affect the results. In the “backup” approach, the 
Opinion Finder dictionary has been considered first, then SenticNet as backup, and 
finally the LIWC as backup if the word did appear neither in Opinion Finder nor in 
SenticNet. Other dictionary orders, or merges of only two dictionaries, obtained worse 
results. 
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  OF SenticNet Merge 
(sum) 

Merge 
(backup) 

Precision (%) 73.4 75.3 73.4 74.0 

Recall (%)     68.3 36.8 69.7 63.0 

F-measure (%) 70.8 49.4 71.5 68.1 

Precision (%) POS 74.7 88.1 78.6 84.2 

 NEG 52.6 31.9 47.7 40.1 

Recall (%)     POS 87.2 86.3 86.7 87.1 

 NEG 32.5 35.5 33.8 34.6 

F-measure (%) POS 80.4 87.2 82.4 85.6 

 NEG 40.2 33.6 39.6 37.1 
Table 11: Results of merging dictionaries; Quantifiers and negations are taken into account; 

The upper part indicates results for the whole set, and the lower part indicates results for the 
positive and negative classes 

 

7.2. Aspect-based Sentiment Analysis 

Tweets being small text segments, they often contain only one type of opinion: 
positive, negative or neutral. For this type of text it may make sense to perform 
sentiment analysis at the sentence (i.e. tweet) level. This is less the case with the 
spoken text processed in the framework of the EUMSSI project, which may consist of 
long sequences of words. Even after restoring punctuation and segmenting the text 
(see section 8), the segments may be long. They may thus contain opinions about 
different entities or aspects and contrastive opinions about the same entity. In this 
case, it is more appropriate to perform the analysis at the aspect level. We thus have 
developed a system to detect opinion expressions in the text and for each opinion 
expression, a target detector to detect the object about which the opinion is 
expressed.  
 
Opinion expressions are sequences of contiguous polar words and quantifiers found in 
the provided dictionaries. In the present system, quantifiers preceding a polar word are 
merged to the corresponding expression, but not quantifiers following a polar word. 
Thus two contiguous sequences of polar word and quantifier would form two distinct 
opinion expressions. The polarity of the opinion expression is calculated in the same 
way as presented above for the polarity of tweets. 
 
So far we have implemented a basic target detector based on the part-of-speech tag of 
possible targets and the closeness with respect to the opinion expression. 
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In the example below, two opinion expressions (“oe”) were detected, and a target was 
detected in one of them. 
 
 
 
 
 
 

Figure 8: Example of Aspect-based polarity 

 

7.3. Future Work 

Work in the Sentiment Analysis component in EUMSSI can be further enhanced in the 
following directions: 
 

 Combine aspect-based Sentiment Analysis with the Quote finder (see section 
5.1)  

 Use dependency-based information to improve the target detector 
 Use detected named entities as target candidates 

  

As EU <target id=1>leaders</target> are <oe id=1 target=1 pol=1>more 
interested</oe> in asserting their own economic and political <oe id=2 
pol=0>ideas</oe>. 
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8. ASR TRUECASING, PUNCTUATION INSERTION AND 
SENTENCE SEGMENTATION 

 

8.1. State of the Art 

Raw text originating in Automatic Speech Recognition is an uninterrupted chain of 
words. In order for it to be properly processed by text analysing tools it needs to be 
previously segmented into sentences. 
According to Ostendorf and al. (2008), the optimal solution to ASR output 
segmentation is a machine learning approach mixing lexical and prosodic features. 
 

8.2. Segmentation Approach 

In the EUMSSI project, the ultimate goal is not a perfect segmentation for human 
consumption, but a reasonable input for text analysis components. We thus first 
considered a simpler approach, based on the training of a monolingual statistical 
machine translation (SMT) system translating from automatic speech recognition (ASR) 
output to a text which includes punctuation and capitalization. The segmentation can 
then be performed based on the strong punctuation marks. In this task, the 
information of pauses in the ASR output is very valuable (see example below). We thus 
looked for manual transcripts including pauses to build a parallel corpus to train the 
SMT system. In one side of the parallel corpus, we removed pause information to 
simulate an edited transcript, and on the other side we simulated the ASR output by 
removing punctuation, case information and special characters. 
 
Example of automatic audio transcript: 
another product made in germany being packed for export this crate will travel by 
truck and then by ship to north africa exports represent a huge part of germany 's 
economy many engineering companies make most of their sales to foreign customers 
and that 's sad to increase even further next year (pause) the german chambers of 
commerce and industry forecasts germany well export about one point four five trillion 
euros worth of goods in twenty fourteen (pause) that would be over four percent more 
than germany 's twenty thirteen exports (pause) a big reason for the expected growth 
is the gradual recovery of eurozone economies (pause) that means new investments 
and new orders for machinery from germany (pause) while that 's good news for 
german companies many foreign countries grumble that germany isn 't returning the 
favor by spending more money overseas (pause) 
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8.2.1. Resources Available 

8.2.1.1. EPPS Verbatim Transcriptions of the European Parliament Plenary 
Sessions 

These data are manual transcriptions of the European parliament plenary sessions 
from May 3, 2004 to January 27, 2005, transcribed in the TC-STAR project.23 
For English, they represent 102 hours of speech (see Table 12). 
 
 

Corpus Segment pairs Words ASR Words TR 

Training 4317 691591 738373 

Tuning 350 56100 59584 

Total 4667 747691 797957 
Table 12: EPPS Verbatim Transcription data, Segment pairs: number of parallel segments; 
Words ASR: running words in the ASR-like side; Words TR: running words in the edited-

transcript-like side 

 

8.2.1.2. FBK WIT3 TED data 

These data24 are manual transcriptions of 1556 TED25 talks (Table 13). They contain a 
tag (<seekvideo>) to refer to specific events in the audio. This tag mainly refers to 

pauses, but it can also refer to applause, music, etc.26 Being a true pause or not, it 
gives examples of events which may or not yield a punctuation, so we considered all 
<seekvideo> tags as pauses to train our simulated-ASR–transcription SMT system. 

The transcriptions have been split in segments of maximum 500 words to be tractable 
by SMT tools. Then punctuation, case information and special characters were 
removed to simulate ASR output. Development and test corpora were extracted from 
the total amount of data. The resulting number of training, development and test 
segment pairs, source (simulated ASR) and target (manual transcription with case and 
punctuation) words are indicated in Table 13. 
 

Corpus Segment pairs Words ASR Words TR 

Training 10998 3.43 M 3.47 M 

Tuning 200 62453 63507 

Total 200 63265 64248 
Table 13: TED talk transcription data; Segment pairs: number of parallel segments; Words 

ASR: running words in the ASR-like side; Words TR: running words in the edited-transcript-
like side; “M” refers to million 

                                           
 
23http://www-i6.informatik.rwth-

aachen.de/~tcstar/#EPPS_Verbatim_Transcriptions_of_the_Parl 
24 https://wit3.fbk.eu/mono.php?release=XML_releases&tinfo=cleanedhtml_ted  
25 TED stands for Technology, Entertainment, Design but TED scope is still broader, with talks 
showcasing important ideas from any discipline, including science, business, the arts, 

technology and global issues. 
26 We found out this information by comparing the manual transcripts with the automatic 
transcripts of the first release of the TED-LIUM corpus (Section 8.2.1.3), in which these events 

are marked. 

https://wit3.fbk.eu/mono.php?release=XML_releases&tinfo=cleanedhtml_ted
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8.2.1.3. TED-LIUM corpus release 1 

This corpus27 consists of automatic transcriptions of TED talks in which specific events 
in the audio, such as pause, applause, music, are marked. We first planned to use this 
corpus to distinguish in the manual transcription between real pauses and other 
events, by aligning the corpus to the manual transcription. However, the automatic 
transcription diverges at some points from the manual transcription, making the 
alignment step non-trivial. Since specific events are mostly pauses, and labelling 
another event as pause does not arm for our purpose, we decided to use all 
<seekvideo> tags of the manual transcriptions (FBK WIT3 data of Section 8.2.1.2) to 

simulate pauses. 
 

8.2.2. SMT-based segmenter 

8.2.2.1. Monolingual SMT system 

We built the SMT system with the Moses open source toolkit, with all default options, 
except the following changes allowing the translation to differ from the original only by 
punctuation marks and case: 

 The filter by maximum sentence length was disabled, allowing sentences as 
long as our maximum segment size (500 words). 

 The reordering functionality was disabled, thus translation was monotonic. 
 The extracted phrase pairs were filtered to only keep translated sides differing 

from the source side only by punctuation marks and case. 
 
The SMT system was trained with the parallel data described in Section 8.2.1.2. As 
target language model we simply used the target side of the parallel corpus. 
 

8.2.2.2. Segmenter Evaluation 

To evaluate the punctuation recovery and recasing functionalities of the segmenter, we 
calculate the Word Error Rate (WER) taking or not into account case and punctuation 
(see Table 14). 
 
 

Case Punctuation WER I D S Recall Precision 

insensitive insensitive 0.1 38 12 5 - - 

insensitive sensitive   7.7 1526 1521 1916 54.9 55.0 

sensitive insensitive     5.3 38 12 2964 52.4 51.5 

sensitive sensitive     12.3 1504 1499 4892 - - 
Table 14: Word error rate (%) for the translation of simulated ASR output into transcription 

style, taking or not into account case and punctuation; Corrected WER is obtained by 
subtracting the WER value when case and punctuation are not considered (i.e. 1.9%) 

 

                                           
 
27 http://www.openslr.org/7/  

http://www.openslr.org/7/
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We extracted the number of punctuation marks in the reference (Nref) and hypothesis 
(Nhyp) by evaluating each file with respect to the same file with punctuation marks 
removed. The number of punctuation marks is the number of insertions. From these 
numbers we deduced the recall R and precision P of punctuation recovery in the 
following way (I, S and D stand respectively for the number of insertions, substitutions 
and deletions of the punctuation-sensitive evaluation in Table 14): 
 

𝑅 = (𝑁ℎ𝑦𝑝 − 𝐼 − 𝑆) 𝑁ℎ𝑦𝑝⁄  

 
𝑃 = (𝑁𝑟𝑒𝑓 − 𝐷 − 𝑆) 𝑁𝑟𝑒𝑓⁄  

 
We extracted the number of upper-cased words in the reference (Nref) and hypothesis 
(Nhyp) by evaluating each file with respect to the same file with case removed. The 
number of upper-cased words is the number of substitutions. From these numbers we 
deduced the recall R and precision P of punctuation recovery in the following way 
(here we only consider case, thus we cannot have insertions or deletions, and S stands 
for the number of substitutions of the case-sensitive evaluation in Table 14):  
 

𝑅 = (𝑁ℎ𝑦𝑝 − 𝑆) 𝑁ℎ𝑦𝑝⁄  

 
𝑃 = (𝑁𝑟𝑒𝑓 − 𝑆) 𝑁𝑟𝑒𝑓⁄  

 
The baseline segmenter translated the above example in this way: 
 
Another product made in Germany , being packed for export this crate will travel by 
truck and then by ship to North Africa exports represent a huge part of Germany 's 
economy many engineering companies make most of their sales to foreign customers 
and that 's sad to increase even further next year . The German chambers of 
commerce and industry forecasts Germany well export about 1.4 five trillion euros 
worth of goods in 20 14 , that would be over four percent more than Germany 's 20 13 
exports , a big reason for the expected growth is the gradual recovery of eurozone 
economies . That means new investments and new orders for machinery from 
Germany , while that 's good news for German companies many foreign countries 
grumble that Germany isn 't returning the favor by spending more money overseas . 
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8.2.2.3. Incorporation in EUMSSI UIMA pipeline 

The punctuation and case information has been inserted in the EUMSSI UIMA pipeline 
by creating a new view in which the text includes this information. In this view, new 

ASRTokens are created and aligned in audio time with the raw transcription 

ASRTokens (see Table 15). The subsequent annotators in the pipeline can be applied 

to the view with the re-cased and segmented transcription (or with the raw 
transcription one). 
 
 

Re-cased and re-punctuated view Time Raw transcription view 

Word type Offset Token Begin End Token Offset Word type 

word 5 thank 7000 8000 thank 5 word 

word 6  . 8000 11000 <eps> 5 filler 

word 12    thank 11000 28000 thank 11 word 

word 13     . 28000 28000    
Table 15: Re-cased and re-punctuated view versus raw transcription view 

 
 

8.3. Topic-shift detection 

Another type of normalization is the introduction of text segmentations based on topic 
shift. The topic-shift based text segmentations are planned to be used for video 
segmentation. Thus videos are not only segmented according to speaker turns but also 
according to topic-shift information. UIMA provides an integration of TextTile/C99 
[Hearst 1994], [Choi 2000] which uses the lexical co-occurrence patterns of TextTile 
[Hearst 1994] and the C99 ranking scheme and cosine similarity measure for 
formulating the similarity matrix as proposed by Choi 2000. TextTile/C99 has been 
integrated into an UIMA test pipeline. The TextTile/C99 parameters have been set 
according to the settings developed by [Bhatt et al, 2013] for a similar ASR application. 
 

8.4. Future Work 

We plan to run segmentation experiments with an ASR output already containing case, 
obtained from LIUM, as well as evaluate using the ground truth that is being built in 
the framework of our project (see section 10).  
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9. NORMALISATION OF ASR-ED NAMED ENTITIES BASED 
ON NAMED ENTITY DESCRIPTIONS 

 

9.1. Enhancing name recognition based on named entity 
descriptions 

 
When analysing the English EUMSSI ASR output provided by LIUM, it has been noticed 
that many names are not properly transcribed but also, that in many cases there is a 
named entity description, e.g. an office holder, in the immediate vicinity of the 
incorrectly transcribed name and that the named entity description in combination with 
the incorrectly transcribed name provides sufficient information to infer the correct 
name. Examples of name descriptions followed by incorrectly transcribed names and 
their corrections are: 
 
 

ASR  Correct name 

nato secretary general and as forthright wilson  Anders Fogh Rasmussen 

german chancellor angle a medical Angela Merkel 

un secretary general banking moon Ban Ki Moon 

us president block obama Barack Obama 

german foreign minister quito vesta vella  Guido Westerwelle 

german president you are him go Joachim Gauck 

spanish prime minister jose luis about hero puri José Luis Rodríguez Zapatero 

arab league secretary general nobilia larrabee Nabil Elaraby 

french president nicholas so cozy Nicolas Sarkozy 

german defense minister thomas demobbed here Thomas De Maizière 

german finance minister whole gang choi blow Wolfgang Schäuble 
Table 16: Sample ASR output and correction for a selection of names 

 
 
Another observation is that in some cases no name is mentioned at all. Instead, named 
entities are referred to via definite named entity descriptions such as ‘the UN secretary 
general’.  
 
Example:  
‘the un secretary general added his voice to the chorus calling for bag goes resignation 
saying any other outcome would make a mockery of democracy’. 
 
Here the referenced named entity can be determined by looking up the office holder at 
the publication date. In 2010, Ban-Ki Moon was UN secretary general. This goes 
beyond name correction, since there is no ASR string that corresponds to the name. 
Rather it is a case of metadata enrichment. 
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9.1.1. Name normalisation module 

 
The insights from the data analysis have been implemented in a name normalisation 
module and a name enrichment module. Both modules are applied to the output of 
ASR in a post-processing step.  
The world knowledge about offices and office holders is encoded in mappings between 
named entity descriptions, time spans and names. The name normalisation module 
uses several heuristics to enhance name recognition. The most important one is string 
similarity between ASR strings and name candidates. As similarity measure Levenshtein 
distance is used. The name lists associated with a particular name description serve as 
candidate names that the ASR strings are compared to. E.g. when correcting ‘un 
secretary general banking moon’  the list of all office holders of the office ‘UN secretary 
general’ is used. The list roughly contains all office holders since the second world war: 
 
R-description-name(‘un secretary general’) = {'ban ki moon','kofi annan','boutros 
boutros ghali','javier pérez de cuéllar'} 
 
The time span of an office assignment is ignored as well as modifying descriptions such 
as ‘former’, ‘incoming’ or ‘newly elected’. In most cases determining the most similar 
name from the list of office holders correctly determines the intended name. The 
method relies on the observation that the names in the list of office holders are 
phonetically sufficiently different to distinguish them. A few exceptions are ‘george 
bush’ and ‘george w bush’. Here father and son have very similar names. Another 
problem arises if close relatives are mentioned such as ‘french president son pierre 
sarkozys’ or ‘german defense minister ‘s wife stephanie to gutenberg’. Currently only 
ASR sub-phrases that immediately follow a name description are considered as 
comparison strings. 
Two additional heuristics are used to further reduce false positives: A language model 
check and a current-office-holder check are applied if the string similarity is beyond a 
certain threshold. Currently the language model check is applied if similarity_score < 
0.7. The language model check serves to rule out false positives. In particular short 
names such as ‘gerald ford’ are prone to generate false positives. Consider the 
following example: 
 
‘the us president had offered new talks on iran 's nuclear programme’.  
 
The strings ‘had offered’ and ‘gerald ford’ have a similarity score of 0.5. In order to rule 
out such false positives, a language model is used to determine if the ASR comparison 
string is likely to be part of a correct transcription. Currently, a simple bigram check 
ensures that the ASR comparison string contains at least one bigram that is not found 
in the bigram model thus ensuring that the ASR comparison string is ‘unusual’ in some 
sense. All possible bigrams of the string ‘had offered’ are found in the bigram model, 
hence the string is dismissed for name enhancement. Other ASR string comparison 
candidates such as ‘banking moon’ or ‘jose luis about hero puri’ pass the bigram check 
because they contain bigrams that are not found in the bigram model. Therefore they 
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are not ruled out as name enhancement candidates. As bigram model the w2_.txt 
model of Davies 2011 is used.28 
The current-office-holder heuristics checks if the determined most similar name is an 
instantiation of the named entity description in the publication year. It is motivated by 
the fact that most news articles report on concurrent office holders. The heuristics is 
applied only if the similarity score is very low, i.e. similarity_score < 0.55. The 
heuristics rules out name normalisation if the most similar name is not a possible name 
instantiation of the name description at the publication time. This accounts for the 
following case: 
 
‘because this is not an option for an american president the asked to go and he has to 
fight them 
 
Here ‘the asked to’ and ‘gerald ford’ have a similarity score of 0.43. However, ‘gerald 
ford’’ is not American president in 2013, the publication year. Notice that the bigram-
check does not rule out normalisation here. (Raising the threshold for similarity 
matches to 0.5 would also rule out this case.) 
 
The bigram check and the current-office-holder check also rule out quite a number of 
true positives. E.g. the bigram check rules out ‘anger the miracle’ for ‘angela merkel’. A 
better use of a language model could possibly improve results here. Furthermore, the 
optimal combination of heuristics and thresholds can be determined once training data 
with gold standard named entity annotations is available. 
 

9.1.2. Impact of phonetizations on ASR name recognition and name 
normalisation 

 
Since name transcription can also be improved by phonetizations of names, it has been 
examined how often phonetized names are correctly transcribed, i.e. an exact match is 
found and how often they are not correctly transcribed, i.e. similarity matches indicate 
potential for name normalisation. It turns out that the phonetized names are not 
always properly transcribed probably due to the wide variety of pronunciations and 
mispronunciations of foreign names and other noise, see e.g. name recognition of Ban-
Ki Moon or Angela Merkel in Table 17. Hence, even for phonetized names the name 
normalisation module yields improvements. As expected, name normalisation also 
improves name recognition of only partially phonetized names such as ‘Joachim Gauck’ 
or ‘Nabil Elarabi’, see Table 17. The following table lists phonetizations and counts for 
exact matches and similarity matches of names for a selection of names in the 
development data. All matches stem from a context in which an ASR string 
immediately follows the respective name description. 
 

                                           
 
28 http://www.ngrams.info/download_coca.asp 
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Name Phonetization Exact 
match 

Similarity 
match 

anders fogh rasmussen AE N D ER Z F AA R AE S 
M AH S AH N 

0 7 

angela merkel AE N JH AH L AH M ER K 
AH L 

237 131 

ban ki moon B AE N K IY M UW N 17 100 

barack Obama B AA R AA K OW B AA M 
AH 

228 3 

guido westerwelle G W IY D OW W EH S T 
ER W EH L 

13 71 

joachim gauck joachim is phonetized but 
not gauck 

0 15 

josé luis rodríguez zapatero HH OW Z EY L UW IY S R 
AA D R IY G EH Z Z AE P 
AH T EH R OW 

0 6 

nabil elaraby nabil is phonetized but not 
elaraby 

0 1 

nicolas Sarkozy N IH K AH L AH S S AA R 
K AH Z IY 

94 48 

thomas de maizière T AA M AH S D IY M EY Z 
IH R 

0 16 

wolfgang schäuble W UH L F G AE NG SH OW 
B AH L 

0 24 

Table 17: Numbers of exact match and similarity match for a selection of names including 
their phonetization 

 

9.1.3. Approximate evaluation 

The ASR name normalisation is still work in progress. Currently no evaluation corpus is 
available. The evaluation corpus needs to contain a sufficient number of name 
descriptions followed by named entities.  
For the development, 2177 ASR text files that contain a named entity description such 
as ‘un secretary general’  have been taken from the EUMSSI data base. 29 For the 2177 
name descriptions considered (only one name description per text is considered in the 
development setup), in 755 cases an exact name match is found for the string 
following the name description, in 592 cases a similarity match leading to name 
normalisation is found for the string following the name description and in 830 cases 
no name match is found for the string following the name description. The cases with 

                                           
 
29 Name descriptions modelled so far are: un secretary general, nato secretary general, arab 
league secretary general, french president, us president, german president, spanish prime 

minister, german defense minister, german finance minister, german economics minister, 

german foreign minister, german interior minister, german chancellor.   
Additional name descriptions that have been experimented with are: wikileaks founder, vw ceo, 

deutsche bank ceo. 
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no name match found are passed on to the name enrichment module if they contain a 
definite name description. 
 

 Count 

exact match of name after name description 755 

similarity match of name after name description 
(name normalization) 

592 

no name match after name description 830 

name descriptions (total) 2177 
Table 18: Properites of ASR strings following a name description in development data 

 
In a first, approximate evaluation, name normalisations have been evaluated by using 
human likelihood estimates. E.g. the similarity match ‘angela macro’ – ‘angela merkel’ 
is estimated a true positive whereas the similarity match ‘may marvel at’ – ‘angela 
merkel’ or ‘he and a gombe' – ‘angela merkel’ is estimated a false positive, i.e. if there 
is some doubt they are considered false positives. The 592 cases of name 
enhancement consist of approximately 563 true positives and 29 false positives. The 
830 negative instances consist of approximately 760 true negatives and 70 false 
negatives. 
 

 True 
positive 

False 
positive 

True 
negative 

False 
negative 

name 
normalization 

563 29 760 70 

Table 19: Approximate evaluation matrix of name enhancement 

 
The bigram-check heuristics has also been manually evaluated with likelihood 
estimates. The 240 negatives consist of approximately 178 true negatives and 62 false 
negatives. The current-office-holder heuristics has not been evaluated yet.  
 

 True 
negative 

False 
negative 

bigram check 178 62 
Table 20: Approximate evaluation matrix of bigram check 

 

9.1.4. Information gain of name normalisation 

Next, the information gain of the normalised names has been estimated. If the name 
that has been determined by name normalisation is not otherwise found in the text, 
then name normalisation constitutes an information gain because otherwise the text 
would not be annotated with the respective named entity. In the development data 
between 320 and 349 instances30 out of 563 name normalisations introduce a name 
that is not otherwise recognized in the text, this is in more than half of the cases 
(57%). This is a considerable information gain. The remaining cases split into 202 

                                           
 
30 Manual evaluation has shown that there are 29 false positives. In the worst case they are all 

of the type ‘name not in text’. Therefore they are subtracted from the 349 positive instances. 
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cases in which the full name is recognized somewhere else in the text (36%) and 41 
cases in which the family name31 is recognized somewhere else in the text (7%). In 
these cases there is no information gain for the full text, however, if the text is broken 
down into segments, there might be an information gain for the segment containing 
the corrected name. 
 

Name enhancement 

name not 
otherwise in text 

(information gain) 

full name 
otherwise in text 

family name 
otherwise in text 

total 

320 (349-29) 202 41 563 (592-29) 

57% 36% 7% 100% 
Table 21: Information gain of name enhancement 

 

9.1.5. Anaphoric chains 

Further experiments have been attempted to recognize anaphoric chains of incorrectly 
transcribed names as in the following example:  
 
the court in car keys under siege both supporters and opponents of yulia timoshenko 
demonstrated … <eps> tina shanker was accused of tax evasion … <eps> she is 
currently serving a jail term for alleges abuse of office during her time as prime 
minister <eps> tema shingo did not attend today 's proceeding <eps> … there are 
good doctors here ukraine <eps> yulia timoshenko 's case divided ukraine 
 
These experiments are not successful as of yet. Without a name description as anchor, 
the clues for having a name diminish, and similarity measures yield many false 
positives. This is especially the case if the family name is relatively short as in ‘Joachim 
Gauck’: 
 
emotional encounters for germany 's president in israel in jerusalem you are him go 
met with survivors of the holocaust … <eps> earlier a golf met with israeli prime 
minister benjamin netanyahu <eps> gallic did not shy away from difficult subjects … 
 
Here the correct transcriptions are: 
 

you are him go – Joachim Gauck 
a golf – Gauck 
gallic – Gauck 

 
However, this is difficult to detect automatically. Maybe additional heuristics and a 
better use of a language model can improve the results. Possibly error prediction 
systems as developed by LIUM, see [Ghannay et al 2015] can also be of use here. 

                                           
 
31 For most European names the family name is the last name: Barack Obama: Obama is the 
family name. In contrast, for Asian names the first name is the family name. Ban-Ki moon: 

Family name is Ban-Ki. 
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9.2. Enriching named entity annotations based on definite name 
descriptions 

The module for name enrichment assigns names to definite name descriptions based 
on the publication date given that there is no other expression in the text that the 
definite name description could refer to and given that there is no other date except 
the publication date that is relevant for determining the named entity that the definite 
expression refers to.  
Currently time spans are indicated in years. The description-time:name relation reflects 
years in which a change in office has taken place. E.g. in 2006 both Kofi Annan and 
Ban-Ki Moon hold the office of UN secretary general, hence in 2006 there is no unique 
referent for ‘the un secretary general’ and additional criteria like modifiers ‘newly 
elected’, ‘former’ would need to be taken into account. 
 
R-description-time:name (‘un secretary general') = { 

'2000':['kofi annan'], 
'2001':['kofi annan'], 
'2002':['kofi annan'], 
'2003':['kofi annan'], 
'2004':['kofi annan'], 
'2005':['kofi annan'], 
'2006':['kofi annan','ban ki moon'], 
'2007':['ban ki moon'], 
'2008':['ban ki moon'], 
'2009':['ban ki moon'], 
'2010':['ban ki moon'], 
'2011':['ban ki moon'], 
'2012':['ban ki moon'], 
'2013':['ban ki moon'], 
'2014':['ban ki moon'], 
'2015':['ban ki moon']} 

 
There is a preliminary implementation of name enrichment in which first it is checked if 
the ASR output contains any name that the definite name description could refer to. In 
a first approximation, sequencing within the text is ignored, and it is simply checked if 
the ASR output contains the full name or family name of any of the names associated 
with the definite name description. Then the description name-time:name relation is 
taken to check if a unique office holder can be determined for the publication year. 
This preliminary algorithm is applied to the development corpus which contains 830 
name descriptions without a name match following the name description. Out of these 
830 texts, 562 texts do not contain an exact name match of any of the office holders 
anywhere in the text (of course this check is error-prone since the text might contain 
incorrectly transcribed name mentions), out of these 562 texts, 340 texts contain 
definite name descriptions, and for 253 out of 340 definite name descriptions the 
publication year provides a unique office holder (the presence of date specifications in 
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the text is not checked yet), for 87 out of 340 definite descriptions, the publication 
year provides more than one office holder, i.e. there was a change in office.  
 

 count 

name description without name match 830 

name description and name not found in text 562 

definite name description and name not found in text 340 

unique name for publication date 253 

multiple names for publication date (change in office) 87 
Table 22: Properties of name descriptions not followed by a name 

 
The preliminary implementation yields the following assignments of names to definite 
name descriptions: 

 

name enrichment count 

anders fogh rasmussen 1 

angela merkel 98 

ban ki moon 4 

barack obama 8 

christian wulff 29 

françois hollande 12 

guido westerwelle 38 

joachim gauck 4 

karl theodor zu guttenberg 9 

mariano rajoy 5 

nicolas sarkozy 3 

philipp rösler 1 

thomas de maizière 10 

  wolfgang schäuble 31 

total 253 
Table 23: Name enrichment based on definite name descriptions and publication date 

 
The name enrichment module is difficult to evaluate. The name enrichment based on 
definite name descriptions can only be evaluated if names are manually assigned to 
definite name descriptions. One has to read the article in order to determine the 
intended referent for the definite description.  
In order to decrease the risk that an ill-recognized name is the intended referent for a 
definite name description, one can measure the distance between the beginning of the 
ASR text and the definite name description. The shorter the distance the less likely it 
contains a mention of some name. Mentions of dates need to be checked as well if the 
definite name description is related to more than one name. Name enrichment is not 
integrated in the UIMA pipeline yet; it has only been tested in the development 
environment. 
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9.3. Generating description name relations 

The description name relations can be extracted from different sources such as 
Wikipedia lists of office holders but also from regular text news. 
 

9.3.1. Wikipedia  

A first version of the name description relations has been manually gathered from 
office holder lists found in Wikipedia. In a next step these lists could be automatically 
converted into the relation format. Wikipedia lists are planned to be used for a first 
instantiation of the name description relations and particularly for the time spans not 
covered in the EUMSSI database, i.e. the time span before 2000.  
 

9.3.2. Extraction of patterns from text 

Another option is to extract name description relations from regular text news. In a 
first experiment, definite name descriptions such as ‘the German president’ within 
regular-text news and the publication years of the articles have been used to 
determine office holders for particular time spans. The experiment yields promising 
results. E.g. the change of presidency in Germany in 2012 is recognized. In news 
articles published in 2012 the definite name description ‘the German president’ is 
followed by the name ’Christian Wulff' 42 times and it is followed by the name 'Joachim 
Gauck' 29 times. No other name follows the definite name description ‘the German 
president’ in 2012. In 2013 the definite name description ‘the German president’ is 
followed by the name ’Christian Wulff’ zero times and it is followed by the name 
'Joachim Gauck' 54 times. Such a regular-text news based mechanism is planned as 
update mechanism. An added advantage of the regular-text news update mechanism 
is that it benefits from the fact that regular-text news are more up-to-date than 
Wikipedia articles.  
 
Another possible source is automatic extraction of name descriptions from regular-text 
news. Name descriptions follow certain patterns, e.g. ‘Spanish prime minister Mariano 
Rajoy’  follows the pattern: 
 

<ner:location> adj* noun+ <ner:person> 
 
Another pattern is exhibited by ‘VW CEO Martin Winterkorn’ : 
 

<ner:org> adj* noun+ <ner:person> 
 
All instantiations of such patterns could be extracted from regular-text news. If the 
<ner:person> names in a particular pattern change over time, then it is an indication 
that the time span of the detected relations also needs to be recorded. Otherwise, a 
rigid designator has been found that does not change reference over time. Example: 
‘wikileaks founder Julian Assange’.  
 



                                        
 
 

EUMSSI_D4.3 First functional version of the text analysis component 
  53 

9.4. Future work 

ASR name normalization and enrichment: 

 Obtaining evaluation data for ASR name normalisation/enrichment. 
 Improvement of name normalisation. 
 Improvement of definite name description enrichment and integration in UIMA 

demonstrator. 

 Update mechanism for description-name relation through regular-text-news 
analysis. 

 Extraction of description name relations from Wikipedia lists for basic 
instantiation and in particular for time spans predating the time span covered 
by the EUMSSI database. 

 Extraction of name descriptions from regular-text-news. 
 Name normalisation in anaphoric chains. 
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10. A GROUNDTRUTH FOR EVALUATING 
CROSSMODAL INTERACTIONS 

 
In the framework of the EUMSSI project, there is a need to evaluate the results of the 
interaction among the various multimodal analytics that integrate the platform. These 
interactions include audio-visual person identification, named entity linking and 
sentiment analysis on the output of Automatic Speech Recognition (ASR) and Optical 
Character Recognition (OCR), among others. Due to the lack of available annotated 
datasets dedicated to the interconnection of these tasks, we are in the process of 
generating a multimodal ground truth, complete with audio visual documents, 
transcriptions and manual annotations, which can be used to automatically evaluate 
the cross-modal interactions relevant for EUMSSI. 
 

10.1. Description of the EUMSSI multimodal ground truth 

The multimodal ground truth initially includes the following audio-visual documents 
from the Deutsche Welle repository: 

 6 news documentaries in English, with a total of 2 hours 41minutes 34 seconds. 
 9 news articles in German, with a total of 20 minutes 24 seconds 

 1 documentary in French, with a total of 12 minutes 30 seconds 
 

10.1.1. Format 

The format used by the whole ASR community for reference files is the STM (Segment 
Time Marked) format as defined by NIST (Lenkiewicz et al, 2012) [7]. The segment 
time mark file consists of a concatenation of text segment records from a waveform 
file. Each record is separated by a newline and contains: the waveform's filename and 
channel identifier [A | B], the talkers id, begin and end times (in seconds), optional 
subset label and the text for the segment. Each record follows this BNF format: 
 
 
 
 
Where : 
<F> The waveform filename, no pathnames or extensions are expected. 
<C> The waveform channel. The text can be any text string without whitespace so 
long as the matching string is found in both the reference and hypothesis input files. 
<S> The speaker id, no restrictions apply to this name. 
<BT> The begin time (seconds) of the segment. 
<ET> The end time (seconds) of the segment. 
<LABEL> A comma separated list of subset identifiers enclosed in angle brackets. 
Ex. "<O,F,00>". 
 
The transcript can take two forms:  

 a whitespace separated list of words, 
 "IGNORE_TIME_SEGMENT_IN_SCORING". 

 

STM :== <F> <C> <S> <BT> <ET> [ 
<LABEL> ] transcript . . . 
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The list of words can contain an transcript alternation using the following BNF format: 
 ALTERNATE :== "{" <text> ALT+ "}"  
 ALT :== "/" <text>  
 TEXT :== 1 thru n words | "@" | ALTERNATE 

 
The "@" represents a NULL word in the transcript. For scoring purposes, an error is not 
counted if the "@" is aligned as an insertion. Example: "i've { um / uh / @ } as far as 
i'm concerned". 
When "IGNORE_TIME_SEGMENT_IN_SCORING" is used as transcript, the process 
which chops the hypothesis file to matching reference segments ignores all hypothesis 
words whose time-midpoints occur within the reference segments beginning and 
ending time. The effect is to declare this segments regions as "out-of-bounds" for 
scoring, thus generation no errors from that time region. Example STM file: 
 
 
 
 
 
 
 
 
The file must be sorted by the first and second columns in ASCII order, and the fourth 
in numeric order. The UNIX sort command: "sort +0 -1 +1 -2 +3nb -4" will sort the 
words into appropriate order. Lines beginning with ';;' are considered comments and 
are ignored. Blank lines are also ignored. 
 

10.1.2. Manual transcription and metadata 

 Each document is tagged with prior metadata information, such as title, language, 
author, date, duration, as well as a short textual description and manually encoded 
keywords and names. Manual transcription of the audio is linked to the video via 
timecodes, indicating minutes and seconds. The following audio conventions are used 
throughout the transcriptions: 

 *SOT*: sound on tape, interruption of transcribed voice; generic label, includes 
background noise, voice in other languages, music, etc. 

 *music*: interruption of the transcribed voice by music, used for longer 
fragments of musical interruptions 

 
Annotations related to the speaker:  

 *speaker: name*: the speaker is identified in the transcript; it remains valid in 
principle until the next speaker identification 

 *speaker: narrator*: narrator speaking 
 *voice-over: name*: name of original speaker for whom voiceover is used 

 
Visual information, such as captions, credits or graphics is annotated and linked via 
timecodes, without interrupting the transcription: 

 *text displayed*: text displayed on video 
 *name displayed*: speaker name displayed on video;  

;; comment  
2345 A 2345-a 0.10 2.03 uh huh yes i thought  
2345 A 2345-b 2.10 3.04 dog walking is a very  
2345 A 2345-a 3.50 4.59 yes but it's worth it 
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 *title displayed*: title of the video displayed on video;  
 *credits*: credits displayed on video 
 *graphics displayed*: graph displayed on video, e.g. statistics;  

 
Longer fragments with graphics in the middle of the video are marked with *start 
graphics* and *end graphics* tags. Similarly,  subtitles are also tagged: 
 

 *start subtitles* timecode start subtitles on screen 

 *end subtitles* timecode end subtitles on screen 
 *subtitles: ""* text of subtitles 

 
Finally, *film excerpt* identify film fragment shown in video. 
 

10.1.3. A/V and Text analysis annotations 

Annotations for the evaluation of audio-visual analysis include: 

 Person identification  
 Shot detection  

 
Evaluation of text analysis techniques on text resulting from ASR and OCR, requires the 
following manual annotations for the three languages involved (English, German and 
French): 

● Linked Named Entities 
● Aspect-based Polarity 

 
Other analysis techniques developed in the EUMSSI project, such as key phrase 
extraction, topic identification and video segmentation based on topic shift, are 
considered better served with a manual evaluation, and therefore are not included in 
the ground truth. 
 

10.2. Description of the annotations 

10.2.1. Person identification 

Because people tend to show interest in persons shown or mentioned in audiovisual 
content, indexing identities of people and retrieving their respective quotations are 
indispensable for searching archives. This practical need leads to research problems on 
how to identify people presence in videos. 
For each person presented in one video, we annotate speech segments when he/she 
speaks (speaker diarization) and face segments (face diarization) when he/she 
appears. Concretely, the annotations include: 
 

 Normalized person names in the format of Firstname_Lastname. Names of 
people who are not announced are unique anonymous IDs. 

 Set of speech segments: Each temporal segments when a person speaks are 
delimited by the starting timestamp and the ending timestamp. 

 Set of face segments: Faces are annotated when their area in pixels is greater 
than a threshold that determines the ability to recognize people in videos. A 
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face is isolated by a bound box which contains the all visible facial key features 
(eyes, nose, mouth). For one face segment, bounding boxes are drawn on the 
starting frame, the ending frame, and every second. 

 

10.2.2. Shot detection  

A shot is a continuous sequence of frames taken by one camera. Shot transitions are 
common in TV broadcast due to changing of topics or switching between cameras. As 
the video corpus is growing not only in number of items but also in the average length 
of each item, automatic shot detections is an important task to divide a video item into 
visually homogeneous segments for indexing. In the annotation, besides on unique ID, 
each shot contains starting and ending frames as well as starting and ending 
timestamps. 
 

10.2.3. Linked Named Entity 

As described in section 3, Named Entity Linking (NEL) aims at linking the detected 
entity to a trustworthy structured source, commonly, Wikipedia. The problem of NEL 
gold standards is that they are dependent on the named entity having a page in 
Wikipedia, which may change over time. A different issue is the linking of concepts that 
also have an entry in Wikipedia, but are not proper named entities. Examples would be 
“chemicals industry”, or “castor oil”. 
 
In our ground truth corpus, we have three distinct types of NEL annotations: 
 

 NEs (PERS, ORG, LOC, OTHER) with a Wikipedia page 

 NEs (PERS, ORG, LOC, OTHER) without a Wikipedia page (yet) 
 Multiword concepts (not entities) that have a Wikipedia entry. 

 
All annotations are presented as a suffix of the respective Wikipedia page (e.g. 
Amazon_rainforest, Germany,..). 
 

10.2.4. Aspect-based Polarity 

As seen in section 7, Sentiment analysis strives at detecting the mental or emotional 
state of the writer or speaker with regard to a target referenced in the discourse. One 
of the most common sub-tasks of opinion mining is polarity classification. That is, given 
an opinionated piece of text about one single target or aspect, classify the opinion as 
falling under one of two opposing sentiment polarities, or locate its position on the 
continuum between these two polarities. In this regard, in EUMSSI, we aim at 
evaluating opinionated units, formed of targets and opinions: 
 

 Detection of target or aspect, to which the opinion refers 
 Detection of opinion expressions and their polarity (positive or negative) 
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11. CONCLUSIONS 

 
With this new iteration, the Text Analysis module in the EUMSSI project has been 
substantially improved with respect to the preliminary version presented at the end of 
the first year. Of the potential 16 different text analysis pipelines according to text type 
(regular text, tweets, ASR and OCR) and language (English, German, Spanish and 
French), several are already up and running. 
 

11.1. Text Analysis Pipelines 

The tables below illustrate the pipelines that have been built so far. Not all of them are 
completely integrated in the demonstrator. Integration of certain tools is not always 
straightforward, and specific wrappers need to be created. As recommended by the 
reviewers, the focus has been on advancing individual technologies rather than 
ensuring coverage for all languages. 
 
For regular text, many text analysis components are already available for all EUMSI 
languages: 
 

 EN text DE text ES text FR text 

Segmenter     

Tokenizer     

POS Tagger     

Lemmatizer     

NEL+NER     

Temporal 
expressions 

    

Keyphrase (plus)    

Quote finder     

General 
relations 

    

Topics     

Polarity for 
news 

    

Table 24: Text analysis pipelines for regular text 

 
Keyphrase enhancement and enrichment has only been developed for English 
(keyphrase plus) and it is not planned to develop it for the other EUMSSI languages, 
due to the fact that extensive pre-trained word vector models are not available for the 
other EUMSSI languages. Extracting temporal expressions for EN and DE using 
HeidelTime has been tested in an UIMA pipeline, extending it to FR and ES should be 
possible since Heideltime also covers ES and FR, but the respective pipelines have not 
been tested yet. The quoteFinder has been implemented for EN. The Stanford 
quoteAnnotator is language-independent. In order to implement a quoteFinder for the 
other EUMSSI languages, lists of opinion verbs have to be compiled and syntactic 
patterns for determining opinion holders have to be set up. General relation extraction 
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has been set up for EN, for the other EUMSSI languages appropriate KEA models have 
to be trained and the syntactic filter that restricts the extracted phrases to the ones 
that contain verb forms has to be implemented. LDA topics have been trained for EN 
but training equivalent models for DE, FR and ES has failed and it is currently not 
planned to put further efforts into this since the topic models are not used by the 
prototypes. 
 
For tweet analysis almost all relevant components have been integrated: 
 

 

 EN tweets DE tweets ES tweets FR tweets 

Segmenter     

Tokenizer     

POS Tagger     

Lemmatizer     

Polarity for 
tweets 

    

NEL+NER     

Keyphrase (plus)    
Table 25: Text analysis pipelines for tweets 

 
For ASR-ed text the focus has been on the pipeline for EN: 
 

 EN ASR DE ASR ES ASR FR ASR 

Name 
normalisation 

    

Name 
enrichment 

    

punctuation, 
TrueCasing 
sentence 
segmentation 

    

Topic shift 
segmentation 

    

Tokenizer     

POS Tagger     

Lemmatizer     

Polarity     

NEL+NER     

Keyphrase     
Table 26: Text analysis pipelines for ASR-ed text 

 
Name normalization has been implemented for EN. The name descriptions are 
language-specific as well as the bigram models used for the bigram check. The lists of 
office holder names and the time spans for the office terms are language-independent, 
potentially allowing for cross-language enhancements by re-using them for several 
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languages. Truecasing, punctuation insertion and sentence segmentation are currently 
developed only for EN. Segmentation according to topic shift using TextTiling/C99 has 
been integrated into an UIMA pipeline for EN and extending it to the other EUMSSI 
languages should not be a problem since the tool is language-independent. For the 
other text processing tools it holds that as soon as truecasing, punctuation insertion 
and sentence segmentation have applied, the pipelines developed for regular text are 
foreseen to be applicable. Name enrichment using definite name descriptions has not 
implemented in an UIMA pipeline yet but this is planned as next step. 
 
For OCR-ed text the focus has been on EN and DE: 
 

 EN OCR DE OCR ES OCR FR OCR 

Segmenter     

Tokenizer     

POS Tagger     

Lemmatizer     

Polarity     

NEL+NER     

Keyphrase     
Table 27: Text analysis pipelines for OCR-ed text 

 
Keyphrase extraction in short OCR-ed text does not seem useful, if there are longer 
OCR-ed text snippets, it is possible to apply KEA keyphrase extraction to them. 
 

11.2. Major improvements in year 2 

 

 Precision and recall in Named Entity Linking has been optimized by combining 
DBpediaSpotlight’s own confidence threshold, NER information, type of the NE, 
and relative sizes of the entity recognized by Stanford NER and 
DBpediaSpotlight. Different settings have been optimized for news text and 
tweets. 
 

 Keyphrase extraction with KEA has been enhanced with several additional 
features. Besides defining lexical and morpho-syntactic filters as proposed by 
(Hulth 2003), KEA ouput has been enriched with additional keyphrases. The 
enrichment has been inspired by the manually encoded keyphrases found in the 
EUMSSI corpus. Adjectival and verbal expressions are replaced by nominal 
expressions and more general terms are added, such as names of countries or 
broader regions are added to city names and long forms are added to 
abbreviations and vice versa. The enrichments have been modelled by using 
word relations derived from continuous vector space models for words and 
phrases (Mikolov, 2013). The enhancement leads to improved precision and 
recall when using the manually-annotated keywords as evaluation data. 
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 Relation extraction has focused on extracting quotes and quote holders, general 
relations are determined by using KEA to extract phrases that contain verb 
forms. 
 

 For topic detection an LDA model has been trained for English. However, since 
it has turned out to be difficult to train equivalent models for the other EUMSSI 
languages and since topic information is currently not used by the prototypes, 
no further efforts have been made in this area.  
 

 The implementation of Sentiment Analysis has been enriched by merging 
different polarity dictionaries and including quantifiers and negation in the 
detection of opinion. A module for detecting the target of the polarity has also 
been implemented, and will be integrated with quote detection. 
 

 An ASR output normalization component has been developed that uses a 
Statistical Machine Translation system to normalize case and insert punctuation, 
which serves to determine sentence segmentation, with very competitive 
results. 

 

 The name recognition in the output of Automatic Speech Recognition (ASR) has 
been improved by developing a normalisation module that annotates 
corrections of incorrectly transcribed names and adds name annotations to 
definite name descriptions by using world knowledge about office holders. In 
more than half of the cases the newly assigned name has not been otherwise 
recognized in the ASR output thus leading to a considerable information gain. 
The mapping from name descriptions and time spans to names can be 
extracted from Wikipedia lists, but also from regular text news. 
 

 A groundtruth is in the process of being collected and annotated with the 
purpose of evaluating multimodal interactions, such as Named Entity Linking 
and Sentiment Analysis on ASR and OCR output. 
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13. GLOSSARY 

 
ASR: Automatic Speech Recognition 
DKPro: Darmstadt Knowledge Processing Repository 
DOW: Description of work document 
DW: Deutsche Welle 
EUMSSI: Event Understanding through Multimodal Social Stream Interpretation 
GFAI: Gesellschaft zur Förderung Angewandter Informatik (Society for the Promotion 
of Applied Computer Science) 
IDIAP: The Idiap Research Institute is an independent, non-profit, research foundation 
affiliated with Ecole Polytechnique Fédérale de Lausanne 
KEA: Keyphrase Extraction Algorithm 
LDA: Latent Dirichlet Allocation 
LIUM: Laboratoire d’Informatique de l’Université du Maine (LE MANS) 
LUH: Leibniz Universität Hannover 
NEL: Named Entity Linking 
NER: Named Entity Recognition 
OCR: Optical Character Recognition 
SMT: Statistical Machine Translation 
UIMA: Unstructured Information Management Architecture 
UPF: Universitat Pompeu Fabra 
VSN: Video Stream Networks 
 


